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Abstract 
The Plurix project implements an object-oriented operating 
system (OS) for PC clusters. Network communication is 
implemented via the distributed shared memory (DSM) 
paradigm. Memory consistency is maintained by restartable 
transactions and an optimistic synchronization scheme, that have 
been used in database technology in the past. Originally, DSM 
systems were built to support parallel algorithms, but using 
DSM as a foundation for a general purpose OS offers interesting 
perspectives in designing and using distributed applications. The 
OS, including kernel and all drivers, is written in Plurix Java. 
Our Java compiler directly translates Java source code into Intel 
machine instructions. Some minor language extensions support 
device-level programming. During the development of the 
system we identified conceptual problems which are caused by 
the restartability requirement of transactions. Clearly interrupts 
do not reoccur in case of an aborted transaction. Without proper 
precaution interrupts would get lost or devices could receive 
broken commands. In this paper we shortly review our DSM 
system and present the “smart buffer” concept to bridge the gap 
between restartable DSM transactions and non-restartable device 
operations and events. Finally, we validate our proposed 
solution by performance measurements and compare the kernel 
interface to traditional operating systems.. 

Keywords: Distributed Shared Memory, Driver Development, 
Optimistic Concurrency Control, Operating System. 

1 Introduction 
The Plurix project implements a lean distributed 
operating system (OS) with an integrated Java compiler 
for the PC platform (Schoettner, 1998). The central 
abstraction in the Plurix system is a distributed shared 
memory (DSM) providing a virtual address space shared 
among tasks on loosely coupled nodes (Keedy, 1985). 
The distributed functionality is moved into the OS and is 
not reimplemented by each distributed application.  

Distributed shared memory offers the application 
programmer a location independent view of data on 
several computers. Pointers reference local or remote 
memory blocks and it is the task of the memory 
management to detect a remote memory access, fetch the 
page and maintain memory consistency. 
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Plurix extends the traditional DSM paradigm by sharing 
both code and data. Extending established memory 
consistency models (Mosberger, 1993), we introduced a 
new variant of memory consistency using restartable 
transactions and optimistic synchronization (Traub, 
1996).  

The total system (kernel and hardware device drivers) 
was written using our proprietary Java compiler (PJC). 
The PJC compiler is also implemented in Java and after 
the bootstrapping of the compiler it will be an integral 
part of the OS. Language based OS development was 
successfully demonstrated by the Oberon community 
(Wirth, 1992).  

A file system can be avoided by implementing orthogonal 
persistence (Atkinson, 1995). There were efforts to add 
persistence to existing languages without disturbing their 
semantics and implementation. A more promising 
approach is to develop an OS directly supporting 
persistence. One of our research goals is to provide a 
persistent DSM enclosing the kernel and compiler. 

Little can be found in literature about adding persistence 
to DSM systems (Morin, 1995). To the best of our 
knowledge no other project combined the properties of 
Plurix: persistence, DSM and object-orientation; but we 
are aware of other object-oriented operating systems 
implementing persistence, for example the Grasshopper 
OS (Lindström, 1995). 

Building a DSM system on top of an existing operating 
system exhibited poor performance often caused by 
legacy concepts. We decided to develop a kernel and 
device driver architecture customized for a transactional 
DSM. The Plurix system takes advantage of directly 
programming the hardware.  

In the development phase consistency problems were 
identified in device drivers and in kernel code, which 
were caused by the restartability requirement of the 
transactions. Hardware devices are not designed to 
support restartability and may lock up if they receive 
mutilated control sequences. Interrupts are fired once and 
cannot be restarted. However, lost interrupts would lead 
to lost input events and to inconsistent hardware states. 
As a remedy all interrupts and all events and their 
associated data are serviced in non-transactional memory. 
To avoid inconsistencies in the DSM, a barrier was 
introduced between the DSM context and the interrupt 
context. The communication between the two contexts 
(interrupt and DSM) is realized using a special buffer 
mechanism named smart buffer. 



Our paper is composed of seven sections. In the following 
two sections we shortly review the Plurix DSM system 
and the kernel architecture. In section four we present the 
smart buffer architecture in detail. Subsequently, we 
evaluate the performance of our implementation and 
compare it to traditional kernel interfaces. Finally, we 
summarize our paper and give an outlook on future work. 

2 The Plurix System 

2.1 Distributed Shared Memory 
The term distributed shared memory was introduced by 
Keedy in 1985 (Keedy, 1985). The first prototype IVY 
was presented in 1988 by Li (Li, 1988). Subsequently, 
many DSM systems were developed to mainly support 
parallel algorithms (Eskicioglu, 1996). Most of the 
approaches were built on top of existing operating 
systems. 

The Plurix project implements a new PC operating 
system customized for DSM operation (Plurix, 2001). 
DSM functionality is encapsulated in the kernel memory 
management. To application programmers the DSM 
appears as a conventional local memory heap. A 32 bit 
logical address space is distributed among all nodes in a 
cluster. The limitations of the 32 bit address space will 
vanish with the advent of a 64 bit solution being 
developed for the IA64 architecture. The MMU detects 
non-local memory accesses and prompts the kernel to 
fetch the requested page from the cluster network. 

Because all nodes of a DSM cluster operate concurrently 
on the distributed shared memory adequate 
synchronization mechanisms are required to preserve 
memory consistency. Numerous consistency models were 
investigated in the literature (Mosberger, 1993), but for 
our purposes we implemented a novel memory 
consistency model using restartable transactions together 
with an optimistic synchronization scheme, which is 
described below.  

False sharing is a widely discussed issue in page-based 
DSM systems and decreases performance by page 
trashing (Scott, 1993). Plurix solves this serious problem 
by a concurrent object relocation facility (Traub, 1996). 

2.2 Memory Consistency Model 
Memory pages are distributed and replicated in the cluster 
and to avoid inconsistencies, memory accesses from 
different nodes are synchronized using our optimistic 
consistency model. We rely on the ability to reset 
operations in case of conflicting write operations on 
replicated memory pages. And thus create an optimistic 
concurrency control (OCC) scheme for the shared objects 
in the DSM. This strategy avoids deadlocks which are 
characteristic for pessimistic synchronization mechanisms 
(Gray, 1978). 

Optimistic concurrency control occurs in three steps: the 
first step is to monitor the memory access pattern of a 
task. For this purpose we use the built-in facilities of the 
MMU, setting the “access” or “dirty” bits in the page 
table entries for each read or a write operation to a page.  

The next step is to preserve the old state of memory pages 
before modifications. Backup images are created, saving 
the page state previous to the first write operation. These 
images are used to restore the memory in case of a 
collision, as described in the next step.  

Each node is controlled by a central loop much like the 
Oberon system-loop (Wirth, 1992) spawning so called 
micro-transaction which might handle an input event, 
compile a Java class or compute a video frame. Long 
running tasks may be explicitly partitioned in sequences 
of micro transactions (Wende, 2000). During the commit 
phase of a terminating transaction the access patterns of 
all concurrent micro transactions in the cluster are 
compared. In case of a conflict the micro transaction is 
rolled back using the backup images. In case of no 
conflict the backup copies are discarded.  

Micro transactions comply with three properties of the 
ACID paradigm known from database transactions: 
atomicity, consistency and isolation.  

Atomicity must be guaranteed, because a micro 
transaction must either complete all actions and changes 
to memory pages or it will be reset in case of an access 
conflict with another transaction. That is, either all of the 
operations occur or none of them. If for any reason a 
transaction cannot be completed, all changes by this 
transaction need to be restored to their original state 
before the transaction started the ‘roll back’-able 
operation. 

The modifications of a micro transaction are visible to 
other transactions after a successful commit only, thus 
realizing the isolation property. During a running 
transaction only the backup images are delivered in case 
of a page request from another station. This strategy 
avoids cascading aborts in the case of a transaction abort. 

Micro transactions always operate on a consistent view of 
the shared memory. Both, in the case of an abort or of a 
commit, a transaction transforms the system into a 
consistent state again. During the execution of a 
transaction the consistency condition may be violated, but 
no other transaction will ever see such an inconsistent 
state. 

A variety of schemes can be employed to minimize the 
overhead of restarting micro transactions. To reduce the 
collision probability transactions should be short and 
working sets should remain small. The currently 
implemented “first wins” collision resolution strategy 
provides for low latency of the commit requests, but is 
somewhat wasteful in the case of a collision. 

To preserver durability a page-server is listening on the 
Plurix cluster network, that writes in periodically time 
intervals consistent heap images  to disc. 



3 Kernel Architecture 
The kernel is a crucial part of the operating system, that 
creates an abstract perspective of the hardware (hardware 
abstraction layer). This abstraction provides to the 
applications a simple and uniform API. The Plurix kernel 
consists of a memory management component, individual 
device drivers, handlers for exceptions and interrupts and 
a number of utilities for special purposes (Fig. 1). In 
traditional operating systems the kernel code is protected 
by separate kernel- and user-mode address spaces and 
additional hardware-based protection features. A major 
drawback of this strategy are the complicated 
mechanisms for data exchange between user-mode and 
kernel-mode, mapping or copying storage from one 
context to another (Custer, 1993).  

The Plurix kernel also resides in a dedicated  memory 
region to decouple kernel memory from DSM, but not for 
traditional protection reasons. The reasons for the address 
space separation is described subsequently. 

 

 

 

 

 

 

 

 

 

Fig. 1: Overview of the core Plurix System 

3.1 Kernel Memory and DSM Memory 
All applications reside in the DSM but the Plurix kernel 
and the device drivers are located in local kernel memory 
which does not participate in the DSM. As the kernel 
memory is invisible to other nodes, no consistency 
mechanisms are necessary. Code in this area is only 
executed by interrupt requests triggered by the  hardware, 
by software or by exceptions thrown by the CPU. Hence, 
we call the kernel memory also the interrupt space. 
Three different interrupt types are identified: 

1. Hardware interrupts are generated by devices 
and dispatched to a device driver which satisfies 
the request. A special case of hardware 
interrupts build the CPU exceptions described 
subsequently. 

2. CPU interrupts are a special case of hardware 
interrupts thrown by the CPU itself. They occur 
in case of errors or events emerging during code 
execution. This includes for example the 
pagefault exception needed for fetching pages 
from the cluster. The different exceptions are 
dispatched by a separate exception handler to 
react on such errors and events. 

3. Software interrupts are used to indirectly call 
specific kernel methods instead of using direct 
method calls from applications into the kernel 
classes, as this could cause inconsistencies in the 
case of an abort. If a transaction could perform a 
direct kernel call, it might change kernel 
variables which would not be reset in the case of 
an abort. The next kernel call would execute on 
values left by the last aborted transaction what 
can lead to severe problems for the system.  

Generally it is not the driver’s responsibility to exchange 
data with the application, but it should offer a buffer 
structure to give an interface. Plurix Java’s extensions 
allow local kernel memory to be read or written also from 
DSM (if the code is executed locally) and thus offer a 
possibility to access this interface. But at this point 
consistency is not yet guaranteed, as this explicit access 
mechanism does not support the Plurix synchronisation 
mechanism.  
Nevertheless there must be a safe and efficient way to 
exchange data between applications and the kernel e.g. to 
access recorded audio data from a soundcard. The facility 
to safely bridge the address spaces is called smart buffers 
and is described in chapter 4. 

3.2 Restartability and Device Operations 
Transactions cannot directly access devices because the 
restartability causes problems, as devices are not designed 
to support restartability and broken operations. 

If a transaction were allowed to directly access devices, 
an abort could cause three different problems: 

1. Hardware is not able to perform a roll back on 
commands that have already been performed, 
nor is it able to undo changes in hardware 
buffers. 

2. Devices, like soundcards or frame grabber-cards, 
working with non-persistent streams of real-time 
data  would experience gaps in the data stream.  

3. In case of an abort during port operations 
hardware may lock up. This mainly occurs when 
hardware expects port commands within a 
guaranteed time frame. 

As before we need to respect the behaviour of the 
separate address spaces and bridge the gap using an 
appropriate facility to hide the restartability property of 
transactions from devices. This problem can be solved by 
a special smart buffer for device commands as described 
in 4.4. 

4 Smart Buffers 
We designed a smart buffer class to solve the problems 
described in 3.1 and 3.2. Smart buffers facilitate data 
exchange between kernel memory and DSM, while 
maintaining memory consistency in the DSM as well as 
in the interrupt space. This way no data is lost and no 
gaps occur in any data streams between devices and 
applications. As smart buffers only support unidirectional 
communication we distinguish between input and output 
smart buffers. 
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4.1 Implementation 
A smart buffer is composed of a fixed size (set by the 
user at instantiation) array of bytes located on contiguous 
physical pages, together with a read offset and a write 
offset (Fig. 2). The offset and the array both reside in 
kernel memory (Fig. 2). Changes to this offset are valid 
immediately because no commit is needed in the interrupt 
space. New data in the smart buffer is held locally and is 
not visible in collisions, and thus inconsistencies, cannot 
occur. 

The offset used by the DSM side must be able to be rolled 
back. This is achieved by allocating the variable in the 
DSM and thus subjecting it to the transaction mechanism. 
A smart buffer operation from an executing transaction 
will thus only be valid after a successful commit. 

As smart buffers are unidirectional, the direction of data 
transportation (input/output) is also indicated in the 
constructor. The output stream accepts data from 
applications only and makes it available for the device 
drivers. Here the read offset resides in the kernel 
memory; the write offset is in the DSM (Fig. 2).  

 

 

 

 

 

 

 

 

 

 

 

Fig. 2: Structure of a smart buffer after instantiation 
(input stream). 

In contrast, the input stream accepts data from a device to 
make it readable by an application. Here the read offset 
resides in the DSM and the write offset is stored in the 
kernel memory (Fig. 2). 

4.2 Example 
In figure 3 write access of a transaction (output stream) to 
a smart buffer is shown in detail. Two values (27 and 11) 
are added to the buffer and the write offset is adjusted. 
However, the perspective of the interrupt context is 
different. As long as the transaction has not committed it 
only sees the old and shadowed values of a variable. The 
write offset seems to be unchanged. Finally, when the 
transaction has committed, the new write offset residing 
in the DSM is valid (containing Write Offset = 6), as the 
shadow image (containing Write Offset = 4) has been 
discarded. Thus the new data added will be now visible to 
the interrupt space due to the new offset value.  

Read access (input stream) by a transaction to a smart 
buffer is the same with the locations of read and write 
offsets swapped. 

 

 

 

 

 

 

 

 

 

 

 

Fig. 3: Smart buffer write access by a transaction 

4.3 Direct Smart Buffers 
The smart buffer architecture described above solves the 
problem of exchanging data between the DSM and kernel 
memory, but data is copied at least once. In this section 
we now describe an improved version for busmaster 
devices avoiding this copy operation. 

4.3.1 Device Memory Access  
Devices may exchange data with main memory in 
different ways. Older ISA devices use DMA (direct 
memory access) channels to transfer data between 
devices and memory. Here transfer always occurs in 
predefined blocks of a specified size. On Intel based 
architectures these undergo some restrictions; the block 
size must not be bigger than 128 KB (16 bit DMA 
channel). Additionally, each block has to begin on a 64 
KB boundary and at an address below 16 MB (Messmer, 
2000). If the structure of a smart buffer does not meet 
these requirements, an additional copy action is needed to 
copy a block of data to a buffer which is properly 
accessible by DMA (Fig. 4). 

 

 

 

 

 

 

Fig. 4: Conventional smart buffer access as done for 
e.g. by ISA devices. 

Advanced PCI devices implement the busmaster 
technique - an improved and less restrictive type of 
DMA. In standard Intel based PCs PCI busmasters are 
capable of transferring blocks of any size and to any 
address location within a 32 bit range. The beginning of a 
block may be chosen on any byte boundary. The  only 
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restriction is, that the buffer in both cases (DMA and 
busmaster) must occupy physically contiguous memory 
pages, as both technologies work with an incremental 
memory latch. Luckily this condition coincides with the 
smart buffers structure and contiguous memory is no 
further issue. 

The new features, now offered by the busmaster 
technology, are exploited in the improved direct smart 
buffer approach.  

4.3.2 Optimized Implementation 
While earlier versions of the smart buffer need an 
additional buffer to exchange data between devices and 
the smart buffers, direct smart buffers allow busmaster 
capable devices to communicate directly with the smart 
buffer data-area. This significantly speeds up the 
communication between applications and device drivers 
while requiring only small changes to the previous smart 
buffer solution. These changes make it possible for 
device drivers to obtain additional information needed for 
initiating a direct busmaster transfer with a smart buffer 
and thus bypassing the additional copy operation 
described before.  

In detail this information consists of the following: 

- The physical start address of the segment that has to be 
transferred. It is defined by the read offset added to the 
physical buffer address (see Fig. 2). Both values are 
already known in the smart buffer and provided at no 
performance penalty.  

- The maximum contiguous segment size: Additional 
information has to be provided by the smart buffer on 
how big the next contiguous segment of data is.  
Practically it is limited by the write offset (buffer emtpy!) 
or the buffer’s wrap around (see also Fig. 5) 

Providing these two additional values all data for 
initiating a busmaster transfer is available and the transfer 
can be initiated by the driver. 

 

 

 

 

 

 

 

 

Fig. 5: Direct smart buffer access for PCI busmaster 
devices (output stream). 

The original copy action is now obsolete and the 
performance increases substantially (see Fig. 5). The 
consistency is still guaranteed, as all operations occur 
during an interrupt and no other operation can lead to a 
collision. 

4.4 Smart Buffers for Device Commands 
Direct calls from transactions into device drivers can 
cause severe problems in the case of aborts. If a device 
command is already submitted there is no possibility to 
undo this operation in the case of an abort. In the example 
of a graphics card the abort situation will become visible 
on the screen. If the abort occurs during port operations 
of the driver, the device may be left in an undefined state 
and lock up on the next access.  

These problems require a solution that releases device 
commands only in the case of a commit. The problem 
may be solved by using smart buffers as they offer the 
possibility to make stored data (what could be also device 
commands) valid and visible on commit only. To achieve 
an execution of the commands in the case of a commit the 
following strategy is adopted. 

Whenever a driver command is submitted it is first stored 
in the smart buffer, but not executed yet. Here still a 
fitting protocol has to be evaluated. Due to the ability of 
the smart buffers making the new content valid on a 
commit only, the submitted commands will be discarded 
in the case of an abort, but stay visible in the buffer on a 
commit. Thus device commands can follow the 
transactional scheme. The final execution of the 
commands piled in the buffer has then to be done at 
commit time. 

This strategy will execute device commands in the same 
transaction interval as if the device commands would 
have been immediately executed. Overhead is created by 
an additional routine at commit time which consumes a 
few additional microseconds of calculation time, but 
decouples the issue of restartability and device command 
queueing. But how far the shifting of device commands to 
the end of a transaction is also noticeable by the human 
sense thereby still needs to be investigated. 

5 Measurements 
The tests were performed on an Intel compatible system 
with an AMD processor. A Creative SoundBlaster 16 was 
used for the conventional smart buffer access via a 16 bit 
DMA channel and a Creative SoundBlaster 128 PCI (32 
bit PCI Bus, 33Mhz) (Creative, 2001) was used for the 
direct access alternative. A data volume of 256kb was 
transferred split up into segments of 1 up to 48kb in size 
respectively. The measurements reflect the time to 
prepare data for the transfer. In the case of a conventional 
access this includes the copying of the data segment and 
the adjusting of the read offset. For direct access this 
includes only the calculation of the information for next 
segment to be transferred. The time needed for filling up 
the buffer is not included as this consumes the same time 
for both cases. 

Table 1 compares CPU time needed to bring different 
quantities of data from an application into interrupt space, 
ready for a device to transfer. The left column describes 
the average values for the conventional transfer using an 
extra buffer, the second column shows the average values 
for the direct access. 
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The times taken for direct access reflect the calculating 
time for adjusting the offset and calculating the next 
contiguous segments size. As expected the measured 
value is in all cases identical. 

For conventional access there is additional time needed 
for the copying action to the dedicated buffer. When 
subtracting about 10µs (bracketed values) for adjusting 
the offsets the relation of the measured values and the 
copied amount of data gets more obvious.  

Transfe size 
(bytes) 

Time conventional 
access (µs) 

Direct access 
(µs) 

1024 14 (4) 12 (2) 

2048 18 (8) 12 (2) 

3072 22 (12) 12 (2) 

4096 26 (16) 12 (2) 

8129 39 (29) 12 (2) 

12288 52 (42) 12 (2) 

16384 70 (60) 12 (2) 

20480 90 (80) 12 (2) 

24576 107 (97) 12 (2) 

28672 125 (115) 12 (2) 

32768 146 (136) 12 (2) 

49152 210 (200) 12 (2) 

Table 1: Consumed time for smart buffer access 

6 Related work 
Plurix is the only operating system to the best of our 
knowledge built on restartable transactions and optimistic 
synchronization. As there is no similar system we 
compare our device architecture to the Linux device 
driver programming scheme, as a representant for 
traditional kernel interfaces (Rubini, 1998). 

In Linux as well the device drivers belong to the kernel. 
They may be either compiled into the kernel or 
dynamically loaded at runtime in the form of so called 
modules. Basically the Linux architecture also supports 
two separate address spaces: the kernel space and the user 
space. Access to both spaces is not always possible, but, 
as in the case of Plurix, special methods allow the 
exchange of data. On top of the kernel structure a virtual 
file system is built, in which all drivers, but also 
additional kernel functions, can be browsed and accessed 
by the applications residing in the user space. Read and 
write access to this file system is forwarded to the 
specific hardware hiding behind the virtual file. Here 
Linux makes use of buffer structures to close the gap 
between user and kernel space, as it is necessary to 
temporarily store the data until it is fetched either by the 
driver or by the application. Coarsely speaking the file 
system interface used by Linux is comparable to the 
position of the smart buffers in the Plurix architecture.  

Additionally the Linux kernel offers system calls that are 
invoked by user processes. During these calls access to 

the memory of the calling user process is granted to the 
kernel. System calls are used for giving specific device or 
kernel commands. In comparison with Plurix this is 
equivalent to the command smart buffer approach as 
described in 4.4.  

Over all also Linux has to give solutions to close the gap 
between two separated address spaces and thus needs 
additional copy actions to exchange data between these 
spaces. Like our optimized approach, Linux makes use of 
the advantages offered by the busmaster technology. The 
store-and-forward principle, needed for enabling the 
bridging between the two spaces, requires at least a single 
copy action.  

7 Conclusion 
A Plurix demonstrator (Fig. 6) was shown at the CeBit 
2001 trade fair, featuring a preliminary graphical user 
interface, 3D graphics, sound and video applications. A 
rotating cube, sharing its coordinates through the DSM, 
made the concept of a DSM visible. The demo setup 
successfully used the smart buffer technique described in 
this paper. 

 

Fig. 6: The Plurix demonstrator 

The practical use of smart buffers showed that this 
concept is successfully working in several scenarios. 
Considering the measured values smart buffers are not 
only a solution to close the gap between DSM and kernel 
memory, but moreover a very efficient solution for 
communication between the two separated spaces. 
Additional improvements reduced the effort even to a 
single copy action per direction. These facts reflect again 
the aim of Plurix being a lean and highspeed operating 
system.  

Recent implementations and ideas showed that smart 
buffers might prove useful for other purposes besides 
device communication. For example the now 
implemented TCP gets its dedicated packets from the 
kernel’s protocol layer via a smart buffer structure.  

The effort to provide a lean and powerful DSM kernel 
lead to the concept of smart buffers. These structures will 
also impact our pending implementation of a page server 
to support persistence and recovery or the design of a new 
3D package for contemporary graphics cards. 



8 References 
ATKINSON, M. P., (1995) : Orthogonal Persistent 

Object Systems, Very Large Data Bases Journal, 4 (3), 
pp. 319-340. 

CUSTER, H., (1983): Inside Windows NT, Microsoft 
Press. 

KEEDY, J. L. and ABRAMSON, D. A., (1985): 
Implementing a large virtual memory in a Distributed 
Computing System, Proc. of the Hawaii International 
Conference on System Sciences, Hawaii, USA. 

KUNG, H. T. and ROBINSON, J. T., (1981): On 
Optimistic Methods for Concurrency Control. Proc. 
ACM Transactions on Database Systems, Vol. 6, 
Washington DC, USA, ACM Press. 

LINDSTRÖM, A., and others, (1995): Persistence in the 
Grasshopper Kernel", Australasian Computer Science 
Conference, ACSC-18, pp 329-338, February 1995. 

LI, K. IVY, (1988): Shared virtual memory System for 
Parallel Computing, Proc. of the International 
Conference on Parallel Processing. 

MOSBERGER, D., (1993): Memory consistency models, 
Operating Systems Review, Volume 27. No. 1 pp. 18-
26. ACM press. 

MORIN, C., (1995): A survey of recoverable Distributed 
Shared Memory Systems, Technical Report Nr 975, 
IRISA, France. 

PLURIX, (2001): http://www.plurix.de 

SCHULTHESS, P., and others, (1999): DSM.Java: 
Foundation of a Lean Distributed Operating System, 
Proc. of the International Workshop on Distributed 
Computing on the Web, Rostock, Germany.  

SCOTT, M. L., and BOLOSKY, W. J., (1993): False 
Sharing and its effect on shared memory performance. 
Technical Report MSR-TR-93-01, Microsoft Research, 
One Way Microsoft, Redmond, WA 98052, 1993. 

 SCHOETTNER, M., TRAUB, S., SCHULTHESS, P., 
(1998): A transactional DSM Operating System in 
Java, Proc. of the 4th International Conference on 
Parallel and Distributed Processing Techniques and 
Applications, Las Vegas, USA.  

TRAUB, S., (1996): Speicherverwaltung und 
Kollisionsbehandlung in transaktionsbasierten 
verteilten Betriebssystemen, PhD thesis, Uiversity of 
Ulm, Germany, Distributed Systems Department. 

WIRTH, N., GUTKNECHT, J., (1992): Project Oberon – 
The Design of an Operating System and Compiler, 
Addison-Wesley. 

GRAY, J., (1987): Notes on Database Operating Systems, 
R. Bayer, R. M. Graham, G. Seegmüller (ads.): 
Operating Systems: an Advanced Course, Springer 
Lecture Notes in Computer Science, Heidelberg. 
Germany. 

WENDE, M., and others, (2000): Adopting the Internet 
Protocols in a transactional DSM Operating System, 

Proc. Of the 4th. World Multiconference on Systemics, 
Cybernetics and Informatics, Orlando, USA. 

ESKICIOGLU, M.R., (1996): A Comprehensive 
Bibliography of Distributed Shared Memory, Technical 
Report TR96-17, Department of Computing Science, 
University of Alberta.  

CREATIVE, (2001):  
http://www.soundblaster.com/products/sb128/ 

MESSMER, H. P., (2000): PC-Hardwarebuch, Aufbau, 
Funktionsweise, Programmierung, pp. 576ff, Addison-
Wesley, Munich.  

 

 


