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ABSTRACT 
Transactional memory (TM) promises to substantially 
reduce the difficulty of writing correct, efficient, and 
scalable concurrent programs. We argue that TM is also 
useful for distributed and parallel programming going 
beyond hardware TM. We have developed a distributed 
cluster operating system (OS) offering a distributed 
transactional memory (DTM). The kernel and all drivers 
are written in Java with some minor language extensions 
for direct hardware access. Java code is directly compiled 
to native IA32 instructions. The DTM is organized as a 
strongly typed heap storing Java classes and instances. All 
actions are processed as speculative transactions (TAs). 
Conflicts are automatically detected and TAs may abort 
and automatically restart. In this paper we present the 
implementation of implicit and explicit transactions in a 
DTM. We discuss measurements that show minimal 
runtime overhead costs for explicit TAs making them an 
efficient and easy to use concept for reducing the collision 
probability of long running TAs. 
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1.  Introduction 
 
Recently transactional memory is attracting considerable 
interest. Traditional uniprocessor designs are about to hit 
fundamental constraints of VLSI circuit design and on the 
software side it seems that only highly talented 
programmers can write good lock-based concurrent code. 
As an alternative to locks, transactional processing (TAs) 
avoid the correctness problems of deadlock, priority 
inversion, as well as the performance problems of lock 
propagation.  
      Herlihy and Moss proposed a hardware mechanism 
[14] fortransactional memory (TM) borrowing the notions 
of atomicity, consistency, and isolation from database 
TAs. The programmer just labels a section of code as 
atomic, and the underlying system finds a way to execute 

it together with other atomic sections in such a way that 
they all appear to linearize [18] in an consistent order.  
      Modern TM systems may be implemented in 
hardware, software, or in some combination of the two. 
We believe that TM is also an interesting programming 
concept for workstation clusters that comprise dozens or 
hundreds of commodity PCs on a fast local network.  
      A major difficulty for distributed systems stems from 
the trade-off between functional correctness and high 
performance. This trade-off is typical for message-passing 
programs. High performance requires early scheduling of 
all communication events, while correct execution 
requires a programmer to carefully match send and 
receive requests across nodes, even for applications with 
dynamic and unpredictable communication patterns. 
Respecting this trade-off makes distributed and parallel 
programming more time-consuming and error-prone than 
writing an equivalent sequential program. 
      Distributed Shared Memory (DSM) systems provide 
an alternative for data sharing based on memory pages, 
objects, or variables. Numerous consistency models have 
been proposed in the literature [3]. Informally, a 
consistency model defines rules when write operations 
become globally visible. Strong consistency models make 
it easier to build correct programs. But weaker models 
allow higher performance by reducing the number of 
synchronization messages 
      In this paper we present implicit and explicit TA 
support within a distributed transactional memory (DTM). 
Our DTM augments traditional DSM structures by a 
strongly typed heap storing data and code. DTM is a 
strong and efficient consistency model executing all code 
within speculative TAs. The latter hide network latency 
while relieving the programmer of the correctness 
problems mentioned before.  
      The paper is organized as follows. Section two 
presents relevant background information about the Plurix 
OS. In section three we describe the programming models 
for implicit and for explicit TAs. Subsequently, we 
discuss the stack management for both kinds of TAs in 
our DTM. Section five presents an evaluation followed by 
related work. Finally, we summarize the results achieved 
so far and give an outlook on future work. 



2.  Distributed Transactional Memory 
 
2.1 The Plurix operating system 
The Plurix project is an ongoing implementation of a PC 
cluster operating system (OS) customized for a distributed 
transactional memory (DTM). Plurix is a language-based 
approach using the Java language storing almost all data 
in the DTM including kernel, drivers, and applications. 
Thus Plurix is a full Single System Image (SSI) even if 
this does not mean that all data is shared and unprotected. 
      Application programmers use the DTM like any 
conventional local memory heap. All memory accesses 
are controlled using the MMU and currently the system is 
being adapted to 64-Bit processors. The heap 
management is sophisticated and carefully designed to 
avoid unnecessary false-sharing situations. The latter 
occurs if at least two Java objects o1 and o2 are stored on 
the same memory page. Two nodes access only one of 
these objects within a time interval, at least one node with 
a write operation. This results in unnecessary page 
thrashing substantially reducing DTM performance. 
      False-sharing can be resolved by allocating objects on 
separate pages [1] or relocating objects at runtime. 
Selective relocation is implemented in Plurix and can 
adapt to the dynamic access pattern of an application. 
This object relocation facility relies on a reference 
tracking scheme [7] which is also used by the distributed 
garbage collection. The compiler inserts a runtime call for 
each pointer assignment. The inserted runtime function 
stores the address of a reference to an object in a so-called 
backpack object (also stored within the DTM) attached to 
the referenced object. Thus the OS always knows all 
references to an object. This technique of tracking pointer 
assignments is common for incremental garbage 
collection algorithms. 
      A page server periodically writing consistent heap 
images to disc supports persistence and fault-tolerance. 
Images are written in an incremental fashion and in case 
of an critical error the cluster is restarted from the last 
checkpoint. As the page-server maintains several heap 
images which are staggered in time it becomes possible to 
use one of the older images for cyclic GC. 
      Because the cluster nodes operate concurrently on the 
DTM adequate synchronization mechanisms are required 
to preserve memory consistency.  
 
2.2 Transactional consistency 
Numerous conflict resolution and consistency models 
strategies have been investigated in the literature for 
transactional memory systems [2] for general shared 
memory systems [3]. Plurix seems to be the first 
implementation of a strongly-typed transactional-memory 
for a cluster system. Our transactional consistency (TC) is 
composed of speculative transactions together with an 
optimistic synchronization scheme.  
      Memory pages are automatically distributed and 
replicated in the cluster. To avoid inconsistencies, 
memory accesses from different nodes are synchronized 
using our transactional consistency model [4]. We rely on 

the ability to roll back operations in case of conflicting 
write operations on replicated memory pages. This results 
in an optimistic concurrency control scheme for the 
shared objects in the DTM already in use in many 
database systems. Optimistic concurrency control occurs 
in three steps: the first step is to monitor the memory 
access pattern of a transaction (TA). For this purpose we 
use the built-in facilities of the MMU. 
      The next step is to preserve the old state of memory 
pages before modifications. Backup images are created, 
saving the page state previous to the first write operation. 
These images are used to restore the memory in case of a 
collision, as described in the next step.  
      During the validation phase of a terminating TA the 
access patterns of all concurrent TAs in the cluster are 
compared. In case of a conflict the TA is rolled back 
using the backup images. In case of no conflict the 
backup copies are discarded.  
      To reduce the collision probability TAs should be 
short and working sets should remain small. Currently, we 
have implemented a first-wins collision resolution relying 
on a circulating token. A transaction which is ready to 
commit asks for the token. After receiving the commit 
token it multicasts its write-set to all nodes in the Fast-
Ethernet LAN. All nodes in the cluster receive that 
commit request and inspect their local TAs to detect 
potential conflicts. In case of a conflict the local TA is 
aborted. This collision resolution strategy guarantees low 
network latency of the commit requests, but might waste 
considerable computation time in the case of a collision. 
      Indirectly the system provides a reliable multicast for 
the propagation of commits and write-sets.  The commit 
events are consecutively numbered and all packets 
include the number of the most recent commit. Any node 
receiving or sending a packet with an old sequence 
number will immediately become aware that it has missed 
a commit and the associated write-set. Appropriate 
recovery can then be initiated.  
 
2.3 Scheduler 
We have adopted the cooperative multitasking model 
from the Oberon system, [5]. In each station there is a 
central loop (the scheduler) executing a number of 
installed TAs. The transactions should be short to 
minimize collision probability and it is the task of the 
programmer to split up long running transactions (see 
section 3). Each station maintains a transaction vector to 
keep track of active transactions. Transactions can have 
priorities to differentiate between important and uncritical 
tasks. The central event loop steps through the transaction 
vector attempting to execute one after the other. 
 
2.4 Name service 
Any Java object residing in the heap may be registered in 
the global name service of the cluster and is later retrieved 
via directories and subdirectories. This corresponds to the 
directory structure of traditional file systems but the 
functionality of the name service is extended to include 
scoping in the Java compiler, to store configuration 



information, and to cover all naming issues occurring in 
the OS. Registered objects reside in the shared heap and 
are not serialized. This conveniently implements 
orthogonal persistence for all objects - any class, instance 
or array may persist. 
      The Plurix compiler automatically registers symbol 
information during the compilation in the name service. 
Methods of classes or instances may be immediately 
invoked using this persistent symbol information. Object 
serialization is provided for external data exchange. 
 
3.  Implicit and Explicit Transactions 
 
3.1 Implicit transactions 
Implicit TAs evolve from the text-oriented user interface 
adopted from the Oberon system [5]. All windows display 
text, and any text can contain commands. Clicking the 
right mouse button while pointing to a text invokes the 
command interpreter. The latter checks if there is a valid 
command at the current mouse position. Valid means a 
syntactically well-formed command, e.g. class.method. If 
there are two names separated by a dot and if the left 
name can be identified as a class name in the symbol 
tables and the working directory of the associated 
window, and if the right one is identified as a method 
name we might have a command. The last condition 
which a command method should satisfy is that the 
invoked method carries a well-defined signature. This is 
necessary to allow the programmer to control what 
methods are callable commands and which are not. Since 
commands are plain texts they are saved when the text is 
saved. Thus a retyping of console commands can be 
avoided most of the time.  
      Implicit TAs highly transparent to the programmer. 
The primary requirement to observe is define a s set of 
public methods with the proper command signature. This 
leads to a different style of programming user interfaces - 
unlike Microsoft Windows or X Window GUIs. Instead 
of an individual message loop blocking until the next 
message is available from the GUI subsystem each 
program in Plurix defines several commands that are 
called in an event-driven mode. A nice side effect is that 
the stack is always empty when returning from a 
command. 
      The programmer can specify if a TA should be 
restarted in case of an abort or if the TA should run only 
once. An externally aborted TA is inserted at the 
beginning and a voluntarily aborted one at the end of the 
ready queue. The programmer is free to define a priority 
boost in case of an abort to ensure that the TA restarts 
earlier.  

3.2 Explicit transactions 
Implicit TAs are well-suited for short event-driven actions 
but long running computations need to be split up by the 
programmer into several smaller TAs to minimize 
collision probability and the loss of computation work. 
The root of any TA chain is always an implicit TA 
created by the command interpreter. This TA can create 

arbitrary TA objects and register them at the scheduler, 
for example: 
  public class myTA extends TA { 
    public boolean run() {  
      ... 
      STATION.scheduler.ins(new nxtTA());  
      STATION.scheduler.del(this); 
      ... 
    }  
} 
 

The very simple sample shows the basics of an explicitly 
programmed TA. By extending the base class “TA” the 
instances of this class are automatically registered by the 
parent constructor in the scheduler. When the TA object is 
selected for execution the system executes a begin-of-
transaction (BOT) and then calls the “run” method. When 
the “run” method returns an end-of-transaction (EOT) is 
automatically performed. TAs can be installed in the 
scheduler by the function “STATION.scheduler.ins” and 
removed by calling “STATION.scheduler.del”.  
      From a programmers point of view the requirement to 
commit with an empty stack only is awkward. When 
committing within an inner loop of a parallel algorithm all 
local variables (stored on stack) have to be declared as 
instance variables (residing in the heap) by the 
programmer. Later on when the TA is called again the 
programmer has to resume execution at the proper 
position. This requires substantial and complex source 
code transformations. To alleviate this hardship explicit 
TAs have been implemented dropping the condition to 
commit with empty stack. The resulting code looks like 
shown below: 
 
 public class SOR extends ExplicitTA {  

    public boolean main() {  
      ... 
      for (int i=0; i<num_iterations; i++) {  
         calcRedVals();  
         ExplicitCommit(); 
         calcBlackVals();  
      } 
    } 
 } 
 
The implementation of the method “ExplicitCommit” is 
described in section 4. 
      It is important to note that it is also interesting to be 
able to abort TAs internally, e.g. for error messages of 
uncaught exceptions or unsuccessful compilations. 
Therewith all allocated objects are discarded 
automatically reducing the garbage collection effort.  
 
3.3 Parallel Programming 
Currently, we do not mark parallel sections explicitly 
within programs. Instead we use a master/slave approach 
by executing the same program on multiple nodes. The 
programs are divided step by step into TAs to reduce 
collision probability. This process is very simple because 
the programmer does not need to guarantee that parallel 



executed regions are independent, since the DTM 
protocol will catch any conflicts at runtime. 
      At best TAs should be chosen to maximize parallelism 
and minimize the number of inter-transaction data 
dependencies. 
      A few occasional violations are acceptable, but 
regularly occurring ones will largely eliminate the 
possibility for speedup in most systems. Large TAs are 
preferable, if possible, as they amortize the startup and 
commit overhead time better than small ones. But small 
TAs should be used when violations are frequent, to 
minimize the amount of lost work, or when large numbers 
of memory references tend to overflow the available 
memory buffering. 
      As a result of this model, parallelizing code with 
DTM is a very different but easier process from 
conventional parallel programming because it allows 
programmers to make intelligent tradeoffs between 
programmer effort and performance. Basic parallelization 
can quickly and easily be done by identifying potentially 
interesting TAs, and then programmers can use feedback 
from runtime violation reports to refine their TA selection 
in order to get significantly greater speedups. 
 
4.  Stack Management 
 
Traditional OSs use one kernel stack per kernel thread 
and one user stack per user thread. We do not use separate 
a user and kernel levels but instead rely on the strong 
typing of the Java language. Such a language-based 
approach has been used in other OSs projects, too, e.g. 
Singularity [6], Oberon [5].  
      The event-driven design of our OS makes event 
processing by implicit TAs very natural. Implicit TAs 
commit automatically when returning to the system event 
dispatcher. Furthermore, as we support cooperative-
multitasking only, one single stack is sufficient per node. 
This simplifies the OS code itself and at the same time 
avoids stack switching overhead. 
      Nevertheless we have identified a need for explicit TAs 
allowing the programmer to reduce the collision probability by 
splitting long running computations into 
several smaller TAs. This requires TAs to commit with 
non-empty stacks.  Multiple stacks (one per TA) will 
coexist and references stored within the stack of an 
explicitly committing TA must be taken care of. 
      As described in section 2.1 and in more detail here 
[7] we are keeping track of all references to an object. An 
exception to this are the object references on the stack. 
Since the stack is empty between implicit transactions 
these references need not be tracked.  
      However, when implementing explicit TAs we need 
to include references on the stack in the bookkeeping 
because otherwise an object referenced from the stack, 
only might be erroneously deleted by the garbage 
collector. A straightforward solution is to simply allocate 
stacks for each TA in the DTM itself. Although this could 
be done it is not a very efficient solution. This would 
mean that each reference on the stack would be tracked 

immediately. But a stack grows and shrinks during the 
lifetime of a TA and there is a high chance that at the 
commit time it has shrinked below its peak. Of course this 
is not always the case but it seems to be more promising 
to postpone the reference recording of stack references 
until commit time. This is the approach of the copy stack 
solution described in section 4.1.  
 
4.1 Copy Stack Solution 
This approach uses one stack for the system and all 
application TAs. When an explicit TA is started their 
corresponding “run” method is called, see following code 
fragment:  
 
   public boolean run() {  
      if (Stack==null || Stack.Empty()) 
        return main();  
    else 
          return restoreStack();   
   } 
 
The run method checks weather this TA object is called 
for the first time (if case) or has performed an explicit 
commit before thus requiring to restore the existing stack 
(else case). 
      During its execution the TA may call whatever 
method is needed and the stack grows and shrinks 
accordingly. At some point the TA decides to commit by 
calling “ExplicitCommit”. This method moves all 
stackframes between “run” and “ExplicitCommit” into a 
temprary heap block. Finally, the stack frame of 
“ExplicitCommit” is moved adjacent to  the stack frame 
of “run”, see figure 1. 
 

run()

main()

ExplicitCommit()

...

stack

esp

run()

ExplicitCommit()

stack

esp

main()

heap block

...

 
 

Figure-1, Copying the stack of a TA 

 
Now if “ExplicitCommit” makes its “return” it returns to 
the “run” method performing automatically a commit.  
      When the TA is again selectedby the scheduler it 
calls again (as usual) the “run” method. Now the “run” 
method detects the saved stack and restores it by calling 
the “restoreStack” method. As a first step this method 
moves its own stackframe away downward to allocate 
space for the saved stack. Then each saved stackframe is 
copied back and the dynamic chain (stored in EBP on 
IA32 machines) is reconstructed. Finally, the dynamic 



chain of “restoreStack” is modified pointing to the last 
restored stackframe, see figure 2.  
 

run()

main()

restoreStack()

...

stack

esp

run()

restoreStack()

stack

esp

main()

heap block

...

 
 

Figure-2, Restoring the stack of a TA 

 
Thus when returning from the method “restoreStack” 
execution continues right after the earlier invocation  of 
“ExplicitCommit”.  
      What remains to be done is the recording of 
references stored on the stack that is saved during the 
explicit commit. With the help of the EBP register and the 
dynamic chain we are able to find each stackframe easily. 
But of course the stack stores references and scalars. We 
must avoid that an integer value is mixed with a reference 
and vice versa. To avoid such ambiguities we take 
advantage of the symbolic information available in the 
cluster wide naming service.  
      After consulting the symbol table we know the exact 
signature of each method and the memory layout of the 
corresponding stackframe. This allows us to record all 
references detected during copying the stack to the 
backpacks of referenced objects. The stack analysis and 
recording of stack references introduces run-time 
overhead that is studied in section 5.  

4.2 Multistack Solution 
The multistack approach uses one system stack and one 
additional stack per TA. Here the “run” method of the TA 
object is called via the system stack and this method then 
switches to the TA stack and calls the “main” method.  
      When an “ExplicitCommit” is invoked we do not 
analyze the TA stack to record the stack references. 
Instead we postpone the stack analysis. If the garbage 
collection is about to delete an object or the object 
relocator wants to relocate an object it calls a method 
“isObjectInUse” for each stack. Obviously, this might 
consume considerable amounts of CPU time and 
alternatively references can also be tracked at commit 
time as in the copying stack approach described earlier. 
The reason for this implementation variant is to get 
figures about the stack analysis costs of the copying stack 
approach by comparing it with this solution. The 
evaluation of the both presented approaches is discussed 
in the following section 5. 

5.  Evaluation 
First of all we want to study the unavoidable additional 
costs of explicit TAs compared to implicit ones. The time 
needed for 10000 commits is measured. The code 
fragment for the implicit TA solution is shown below. 
Variable “a” is declared as an instance variable of the TA 
object. 
   public boolean run() {  
      if (a<10000) a++;  
     else       // print consumed time  
  } 
 
The same code for the explicit TA implementation: 
   public boolean main() {  
      for (a=0; a<10000; a++)   
        ExplicitCommit();      
     // print consumed time  
  } 
 

The measured times are shown in table 1 below.  

 
 time additional time additional 

time per TA 
Implicit 2714 0 0 

Multi stack 3298 580 0,058 
Copy stack 4882 2170 0,217 

 
Table-1: Explicit commit overhead (times in milliseconds) 
 

At a first glance the overhead of explicit commits seems 
to be high. But the test TA (incrementing a variable) has 
an execution time of 0,27ms which is of course very short 
and not the typical case. Normally, even short TAs have 
execution times between 50-500ms and long running ones 
of course much more. The overhead for a 100ms TA 
would be around 0,2%. 
      The next measurement was performed using a 
successive over-relaxation (SOR) algorithm. More 
information about the SOR implementation can be found 
here [8]. The SOR algorithm was executed on a 480x480 
matrix with 1000 iterations resulting in 4000 transactions.  
The measured times are shown in table 2 below.  
 

 time Time per 
TA 

Implicit 40 s 10 ms 
Multi stack 39 s 9,75 ms 
Copy stack 42,8 s 10,7 ms 

 
Table-2: Comparison with the SOR algorithm 

 

Here the stack analysis consumes more time since 5 
stackframes with 39 entries are analyzed whereas in table 
1 only 2 stackframes with 13 entries had to be processed. 
Obviously, the time to analyze the stack depends on the 
call depth. Explicit committing in a deep functional 
recursion may cause non-neglible overhead costs. 
Nevertheless, generally speaking many distributed and 



parallel programs benefit from explicit TAs with 
comparably small overhead. Without explicit commits the 
abort of a long running computation might create larger 
losses in terms of computation time.  
      Manually rewriting programs to avoid explicit 
commits– although feasible – burdens the programmer, is 
error prone, and comes also with runtime costs for saving 
and restoring the state of a TA.  
      Conceptually the multistack approach is always faster 
than the stack copying because the former avoids 
analyzing the stack references. However, in the 
distributed case an eventual search of all pending stack 
frames by the garbage collector might touch all nodes and 
might severely limit the scalabilty of the system. 
 
6.  Related Work 
DTM draws upon ideas from three existing realms of 
work, database transaction processing systems, hardware 
transactional memory, and distributed shared memory. 
This section compares our work with some key ideas 
from these fields.  

Database Transaction Processing 
TAs are a core concept in database management systems 
(DBMS) providing significant benefits to the database 
programmer. In DBMS, TAs provide the properties of 
atomicity, consistency, isolation, and durability (ACID). 
We have adopted the transactional programming model 
from DBMS for an OS and think that TAs will greatly 
simplify the development of generic distributed and 
parallel programs, see also [19].  
      The main difference between database TAs and those 
used by distributed programs is size. The number of 
instructions executed and the amount of state generated 
by most distributed program TAs is much smaller than 
those used in DBMS TAs. Therefore, TAs based on a 
DTM offer a comfortable alternative for general purpose 
distributed programming.  
      A wide range of implementation options for executing 
TAs with high throughput can be found in the literature. 
The work on optimistic concurrency [9] is the most 
relevant to the ideas we explore in this paper. Optimistic 
concurrency controls access to shared data without using 
locks by detecting conflicts and backing up TAs to ensure 
correct operation. Speculative execution in an elegant way 
to hide network latency.  
 
Hardware Transactional Memory 
Hardware-support for transactional memory was first 
proposed by Herlihy [14] a decade ago. The authors 
recommended to use TAs only occasionally, replacing 
only the critical regions of locks. Thus TAs are used as an 
additional feature and do not replace the existing shared 
memory consistency protocols.  
      Transactional Coherence and Consistency (TCC) 
proposed by Olukotun et al. [15] shares a lot of ideas with 
our approach. They also propose to run TAs at all times, 
instead of just occasionally, replacing conventional 
coherence and consistency techniques. They offer some 

interesting language constructs for parallel programming 
we do not offer, e.g. TA creation at loop-level or when 
using fork etc. As they are relying on a shared multi-
processor machine they can easily cope with the pressure 
to reduce inter-processor communication bandwidth.  
      We are encouraged by the existing and emerging work 
on transactional memory at the hardware level and our 
implementation shows that TC can also be realized in a 
distributed system with competitive performance results. 

Distributed Shared Memory 
DSM systems differ in the way they detect memory 
access, the granularity of the sharing unit, and the 
consistency model used. Page-based systems have always 
been popular because of the synergies with existing 
MMUs and the locality benefit. Two examples are IVY 
[10] and Treadmarks [11]. The majority of these systems 
have been implemented as a user-level library and some 
at the kernel level. Plurix is the first OS designed for 
DSM operation combined with TC.  
      TC has not been used in other DSM systems but is 
also inspired by the release consistency (RC) model first 
proposed by Gharachorloo [12]. RC divides memory 
accesses into ordinary and synchronization-related 
operations. The latter are further divided into acquire and 
release operations. The acquire operation indicates that 
shared data is needed, and a processor’s updates are not 
guaranteed to be performed at other nodes until a release 
is performed. The primary advantage of this form of 
consistency is that it allows consistency updates to be tied 
to synchronization events, and therefore to be delayed 
until actually needed by applications. Nevertheless, it is 
the burden of the program to correctly label programs. 
Informally, a program is properly labeled if there are 
“enough” accesses labeled as acquires or releases, such 
that, for all legal interleavings of accesses, each pair of 
conflicting ordinary accesses is separated by a release-
acquire chain [13]. Two memory accesses conflict if they 
reference the same memory location, and at least one of 
them is a write. Treadmarks is a state of the art DSM 
system implementing RC. TC also delays updates until 
the commit of a TA but the speculative execution allows a 
retrospective enforcement of strong consistency. 
Furthermore, we believe it is more natural to program 
with TAs than properly labeling programs based on RC. 
However, some programs may be tuned on RC systems to 
outperform those executed in a DTM-based environment.  
 
Other Related Work 
Argus was the first programming language and system to 
introduce TAs (called actions) for supporting 
implementation and execution of distributed programs 
[16]. Liskov already supported nested TAs, data access 
controlled by guardians and automatic locking. We fully 
agree that TAs are a good concept for programming 
distributed applications and we believe that a speculative 
execution of TAs offers further potential.  
      Saito and Bershad propose a transactional memory 
service for the SPIN OS [17]. The service is implemented 



as an in-kernel extension for efficiency reasons. Isolation 
of TAs is ensured by a locking manager, also responsible 
for deadlock detection. Logging is used to ensure 
durability. The proposed transactional memory service is 
for local use only and does not offer speculative 
execution. 
 

7.  Conclusions 
From a concurrent programmers perspective transactional 
memory is attractive because it simplifies concurrent 
programming by avoiding complex lock management and 
potential deadlocks. Furthermore we also find that it is 
attractive for data sharing in clusters because of its strong 
consistency and efficiency because memory operations 
are bundled within TAs. For some tasks, e.g. event 
processing it is possible to use implicit TAs taking place 
when the event callback routine returns to the system.  
      Because of the speculative execution longer running 
TAs have a higher collision probability and should be 
divided into several smaller TAs. Although this 
subdivision into several implicit TAs could be done by 
rewriting the source code, the associated restructuring is 
inconvenient and error prone. As an alternative we have 
implemented explicit TAs that can have commits placed 
anywhere in the code.  
      The garbage collection TA needs to know all 
references to an object even those stored on a suspended 
stack segment.. As implicit TAs always commit with an 
empty stack this is not an issue here. But for explicit TAs 
referrence tracking on the stack needs to be introduced. 
Delaying the reference recording for stack references until 
the commit is reasonable because the stack may grow and 
shrink over time.  
      The evaluation of the copy stack implementation 
shows that the overhead of a stack analysis during commit 
time is comparable small. The relative commit overhead 
is larger for short transaction and when the number of 
nested stack level at commit time is large. 
      In the future we plan to investigate commit overhead 
for different applications, e.g. our interactive 3D world 
Wissenheim. The basic question is how much explicit 
TAs do applications need, what is their costs, and how 
much do applications benefit from them.  
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