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Abstract—Massively multiuser virtual environments (MMVEs)
are becoming increasingly popular with millions of users.
Typically, commercial implementations rely on client/server-
architectures for managing the game state and use message
passing mechanisms to communicate state changes to the clients.
We have developed the Typed Grid Object Sharing (TGOS)
service providing data sharing of in-memory data. TGOS aims at
simplifying the development of MMVEs by sharing scene graphs
in a peer-to-peer way and also data of backend services. Repli-
cation is controlled by different consistency models, including
restartable transactions combined with optimistic synchroniza-
tion for strong consistency. In this paper we describe the data-
centric architecture of the Wissenheim Worlds application and
relevant parts of TGOS. Furthermore, we present an evaluation
showing the feasibility and efficiency of the proposed approach.
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I. INTRODUCTION

Massively multi-user virtual environments (MMVEs) in-
cluding games and online getaways are attracting more and
more people, e.g. World of Warcraft exceeded 11.5 millions
of users at the end of the year 2008. Most of these applications
are based upon classical client-server architectures regarding
the communication topology and the programming model as
well. We believe that the development of these multi-user
applications can be simplified by a data-centric approach.

Therefore, we have developed an in-memory data sharing
system called Typed Grid Object Sharing (TGOS). TGOS
implements storage and distribution mechanisms allowing
to share in-memory data. Multiple consistency models and
automatic replication are also provided. Therewith, we relief
programmers to deal within their algorithms with network-
specific peculiarities, replica and consistency management.

TGOS evolved from the Wissenheim project which was
started in 2004 to evaluate virtual presence applications using
a distributed transactional memory (DTM) provided by the
Plurix cluster operating system [1]. Using a DTM for dis-
tributing and sharing distributed scene graphs allowed us to use
a more convenient programming model for the development
of the virtual world, abstracting from the underlying network
architecture (client/server or peer-to-peer).

An important design aspect during the development of
TGOS was the requirement to address the challenges of wide
area networks (WANs), especially the high network latency
and potential node failures. The flexibility to use our approach
for peer-to-peer deployment [2] was another aspect not only
influencing the network layer but also the programming model.
Visitors may test the prototype shown in Figure 1 at the
Wissenheim website [3].

Fig. 1. Wissenheim Worlds.

The contribution of this paper is the design and evaluation
of a multi-user virtual-world designed using a new data-centric
approach provided by the in-memory data sharing system
TGOS.

This paper is organized as follows. In Section 2 we present
details about the data centric approach of TGOS. In Section 3
sketch the architecture of Wissenheim built on top of TGOS.
In the following Section 4 we discuss the evaluation of the
TGOS-based approach. Subsequently, in Section 5 we present
related work, followed by the conclusions.

II. DATA CENTRIC APPROACH

The architectures of commercial MMVEs are typically
based upon messages passing. It is common to have a client
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Fig. 2. TGOS Overview.

side and a server side (often a server cluster) and correspond-
ing automata for the state machines driven by the messages
from clients. As a consequence algorithms are tailored for
a specific network model. Switching from client/server to a
peer-to-peer approach for example requires rewriting these
algorithms. Furthermore, the programming of the automata can
get very complex and error prone as both program parts are
interweaved.

In contrast, Wissenheim over TGOS uses a different ap-
proach where the network model is transparent to the dis-
tributed algorithms. This results in less complex automata and
allows exchanging the network model without having to re-
implement all algorithms.

We achieve this by using distributed shared data structures
which can be transparently accessed by all participating nodes.
For the algorithms it is transparent whether we use an in-
memory data grid, a distributed transactional memory or a
distributed object system. Independent of the chosen approach,
accesses to shared data must be synchronized but consistency
strictness requirements depend on the type of access and the
algorithms used.

A. Typed Grid Object Sharing

The Typed Grid Object Sharing (TGOS) is a data-centric
programming-model designed for the development of MMVEs
by defining a lightweight object-sharing mechanism. The
prototype implementation uses Oracle Java (formerly Sun).
It is designed to bridge between the Java object space and
a replication layer which distributes and replicates arbitrary
binary data. TGOS manages the object space called object view
on each participating node, provides marshalling functions,
and event handling. Figure 2 gives a sketch of the TGOS
architecture. TGOS does not define any consistency models a
priori but supports creation of consistency mechanisms using
its basic mechanisms.

It is important to note, that each node is using an unmodified
JVM and might have its own versions of objects. While the
references between shared objects might differ on different
nodes, TGOS ensures that references between shared objects
are logically consistent among all object views on all nodes
(provided all objects have the same data version). An example

is shown in Figure 2 in the object view of node 1 and
node n. In both views object A has a reference to object
C, while on node 2 the reference to C is not present due
to an older version of object A. If node 2 updates object
A the previously missing object C is automatically fetched
and A references C. The newly fetched object C on node 2
has than version 3 because this is the newest version known
by the replication layer although other object spaces might
have locally newer versions. In contrast to standard Java
serialization TGOS performs an in-place update of objects.
When an object is updated TGOS will integrate the new
data into the existing object by updating the corresponding
members of the object. Therefore, all references to an object
remain valid after updates.

While TGOS uses a basic memory-based programming-
model inspired by distributed shared memory (DSM) ideas [4]
it differs in many ways from a classical DSM. TGOS is de-
signed as a basic building block for MMVEs whereas classical
DSM systems target number crunching applications. Another
difference is the network setup; TGOS addresses WAN en-
vironments whereas DSM systems typically run within LAN
clusters.

But the probably most important difference is the way con-
sistency is defined. While in most DSM systems (e.g. Berkeley
Unified C [5]) consistency is defined on a per memory basis
or defined at compile time, consistency in TGOS is defined
in the flow of the program. An object can be accessed at one
point of time using for example transactional consistency and
at a later point of time by using eventual consistency.

Consistency models for TGOS, like transactional consis-
tency, are always advisory. It is up to the programmer to
dynamically enforce the usage of the right consistency model.
This adds more responsibility to the developer but increases
flexibility, adaptability, and scalability.

Furthermore, TGOS generates events when an object is
updated or invalidated. These events can be handled by an
application allowing the design of event-driven applications.
TGOS also defines a group communications model to de-
termine the scope of the previously mentioned events. More
information about TGOS can be found in [6].

B. Distributed Game State

The most important data structure used to share the game
state is a scene graph. Figure 3 shows a basic schematic. The
scene graph is the blueprint for the scene used for rendering,
physics, and commands. It is constructed as a directed acyclic
graph structure which incorporates a transformation hierarchy.
In this hierarchy the transformation of a child node is relative
to the transformation of its parent node. To obtain the absolute
position of an object, all transformation from the child up
to the root must be performed. The scene graph incorporates
all information needed to show and/or alter the scene except
graphical base data like textures and meshes which are refer-
enced indirectly by scene graph nodes.

Each peer has transparent read and write access through
TGOS to all distributed objects in the scene graph. All these



objects are automatically replicated. For scalability reasons
we synchronize only actions of avatars within certain vicinity
ranges, known as area of interest management, e. g. those
avatars meeting at the same place on the same virtual islands,
see Section 3.2.

We use the PGAS (partitioned global address space) pro-
gramming model distinguishing between global and local data
[7] like for example in the distributed shared state middleware
described in [8]. This allows us to store large read-only data
like mesh and texture data locally. These objects must not
be referenced directly from the shared scene graph because
these objects may reside at different virtual addresses on
different nodes. Thus the Wissenheim scene graph uses global
resource identifiers (GRI) to reference these local objects.
These GRIs are translated into a valid node specific reference
before accessed as shown in Figure 3 on a node.
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Fig. 3. Scene Graph.

class ChatChannel {  
  String msgRing[128];
  int count, int free;
 void addMsg(String msg){
  do {
   Node.begin();
   Node.add2WriteSet(this);
   if(count<msgRing.length)count++;
   msgRing[free].msg = msg;
   free= (free+1) % msgRing.length;
  } while (!Node.commit());
 }
}

Fig. 4. Chat example.

C. Transactional Consistency
As mentioned before TGOS does not provide any consis-

tency model a priori. Changes of critical structures, e.g. the
scene graph requires a strong consistency model. We propose
to use transactions, which are well-known in database appli-
cations but are hardly used by highly interactive applications.

Transactions provide strong consistency without penalizing
read-only accesses by locks. In the proposed scheme the costs
for synchronization are paid solely by writing nodes.

TGOS implements transactions (tgosTransactions) by us-
ing only its basic operations (described above). Transactions
are coordinated using an optimistic synchronization protocol
where transactions are synchronized only during the validation
phase taking place during a commit. Commits are serialized
using a token which is implemented as a distributed TGOS-
object that includes the most recent write-sets. The sync
operation [6] of TGOS ensures that only one node at a time
can access the token.

Because TGOS uses an unmodified Java Virtual Machine
(JVM) we cannot transparently determine read and write sets.
This could be realized by modifying a JVM implementation
or by bytecode modifications, see [9]. In contrast to DTM
systems like OSS [10] the transactions used with TGOS are
not on a per memory page basis. Each shared object can
be used within a transaction. For an optimistic model it is
necessary to make copies of objects (shadow copies) before
they are modified, allowing to rollback a transaction in case
of a conflict.

Using a standard JVM the invalidation of objects is not
feasible due to a missing object access detection facility.
Therefore, we have decided to use an update mechanism. As
a result we have implemented a backward validation scheme.
Incoming updates are recorded and integrated whenever a new
transaction starts. This ensures that TGOS transactions are
always working on a consistent state.

The example in Figure 4 shows a Wissenheim code snippet
for adding a message to the scene chat channel which can be
used by the avatars to post messages readable to all avatars
present in a scene. As the chat channel is composed of a
shared ring-list, all accesses to the list must be synchronized
using transactional consistency. The command taTGOS.begin()
starts a transaction and taTGOS.commit() tries to commit it.
The do-while-loop is necessary for restarting a transaction in
case of an abort caused by a conflict of another overlapping
transactions.

These transaction loops can be avoided by a appropri-
ate bytecode modification tool, e.g. like used for aspect-
oriented programming languages [11]. The command taT-
GOS.add2WriteSet(this) is used to add an object to the write
set of the transaction (before it is modified) and to create a
shadow copy (for a potential rollback).

Using one token for all transactions in Wissenheim would
lead to a severe bottleneck and limit scalability of transactions
with respect to the number of users. Therefore, Wissenheim
Worlds is split into disjoint consistency domains, each syn-
chronized with a separate token. Transactions are restricted
to one consistency domain thus requiring only one token to
commit. Transactions spawning multiple consistency domains
are not supported.



III. WISSENHEIM WORLDS

Wissenheim Worlds is designed for edutainment combining
interactive teaching content with entertaining games. Cur-
rently, it is used to support lectures at the Universities of Ulm
and Duesseldorf by providing interactive exercises aiming at
supporting a huge number of users and many scenarios. All
virtual worlds are accessible via browser applets supporting
a wide variety of different platforms. By using standard Java
applets we are able to launch Wissenheim without the need to
install any specific client software. Furthermore, Wissenheim
Worlds is also available as Android 2.1 application bringing
it to Android smartphones and tablets.

A. Overview

Wissenheim Worlds is from a network point of view divided
into a user client and a backend system providing the persistent
world. The conceptual structure of the backend is shown in
Figure 5 consisting of several services; Cerberus is used for
logging in and as a Kerberos-like ticket-server, Olymp as
storage for persistent avatar information (e.g. avatar outfit,
private chat, etc.), Zeus for controlling services on a node
and various instances of the Morpheus services, which are
simulating the virtual worlds (also called scenes).

The communication model between the clients and the
backend uses a classic client/server approach as shown in
Figure 5. For communication between the backend services
either a structured overlay or peer-to-peer network can be used.
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Fig. 5. Backend Overview.

Wissenheim Worlds is using the TGOS service in a trans-
parent way. The basic Wissenheim user client is unaware
of the different services the replication layer provides for
distribution. Even the services are communicating using TGOS
which allows direct access to all objects presented in the global
object space.

The replication layer provides a TGOS defined interface
for catching important events like connection requests or
disconnects and to control the connection handling. This is
shown in Figure 6 where the connection of the user client is
transparently redirected from login at 1 to the scene at 3 . The
developer of a scene is using just the TGOS interface and has

therefor the opportunity to create his scene using an abstract
network model.
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B. Area of Interest Management

For simplicity reasons Wissenheim Worlds is divided into
several, disjoint scenes. Traveling from one scene to another
will result in a teleportation during which all previous data is
released and the data for the new scene is loaded. Users cannot
interact with each other if they are in different scenes except
using the chat service. Although this separation provides a
basic form of area of interest management it is still not
sufficient if many users are concurrently accessing a single
scene. Therefore, we have defined and implemented two
different area of interest models based on the basic operations
provided by the TGOS programing model (in this case the
group communication mechanism).

Fig. 7. Coordinator based AoI (CS).

Figure 7 shows a centralized approach where a single
coordinator, located in the Morpheus service, is shaping the



traffic by adapting the avatar group sets to which a single
avatar is sending its movement events. Every avatar is a
member of a private group (white number) to which other
avatars can send updates. The coordinator is managing the set
of group IDs the avatars are sending their updates to. Figure 8
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Fig. 8. Grid based AoI (GRID).

shows the decentralized approach where the scene is divided
into disjoint cells, each linked to a group. While passing
through the scene avatars are joining the groups corresponding
to the cells touched and sending there movement information
solely to those cells.

Both approaches are quite simple and have been integrated
into Wissenheim Worlds using only a few lines of code.

IV. EVALUATION

This section is composed of three subsection, marshalling,
worlds and mobile devices, to evaluate different aspects of the
proposed approach.

The Wissenheim World clients are using a simple dead-
reckoning algorithm by using the position at start of the
movement along with the velocity vector. In the experiments
(detailed later) we have measured the impact of the network
traffic on the client frame rate. Therefore, we have simulated
a fixed load (as a reference value) which corresponds to a
frame rate of 60 frames per second. The load simulation
automatically adjusts if the avatar count increases, which
would normally lead to an increase of CPU load due to
increased physics calculations. Because we are simulating the
graphics part we have enough head room to compensate. Thus
if the frame rate drops on a client, this can only be caused by
network communication, e.g. caused by consistency messages
or time needed for marshalling objects.

The data rate measured during the experiments is the
payload measured at the replication level.

A. Marshalling

TGOS provides an automatic mechanism for serializing
and/or deserializing objects similar to the one provided by
Java. It is important to now how much time this mechanism

consumes as it limits the achievable transfer rate and adds
additional CPU load. As Wissenheim Worlds is running on
a wide variety of platforms we have selected three system
classes (smartphone, cluster, gaming pc) as representatives
comparing the Wissenheim mechanism against standard Java
serialization and explicit programmed serialization (the way
one would send/receive data if using plain sockets). Figure 9
shows the time needed for de-/serialization in microsecond for
a 9(a) HTC Desire running Android 2.1, 9(b) AMD Opteron
246 cluster machine running Debian 64bit and 9(c) an Intel
Core I7-860 running Windows7 64bit.
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Fig. 9. Serialization overhead.

The marshalling results show that the serializer provided by
the TGOS prototype competes well compared to the standard



Java serialization mechanism, especially if we look at the
combined values for writing and reading. Serialization on the
mobile device takes longest as Android 2.1 provides no Just-
In-Time (JIT) compilation. The manual serialization (hand
written by the programmer) is the fastest solution on all plat-
forms. With Android 2.2 (Freya) JIT compilation is introduced
which should speed up marshalling three to five times. For
frequently exchanged objects we recommend to combine the
automatic serialization of TGOS with a manual serialization,
to boost performance if needed without sacrificing ease of use.
This is especially valuable for mobile devices which come with
limited computing resources.

B. Wissenheim Worlds

For experiments at a larger scale we have used the French
Grid’5000 platform (http://www.grid5000.fr) providing nine
inter-connected clusters with up to 300 nodes each. The tests
have been performed using nodes at one site only.

The first experiment uses Wissenheim Worlds with four
different disjoint scenes to measure the data and object request
rate between the backend services. Every player is changing
its scene once each second with a simulated connection-
loss probability of 20% requiring to login again. The avatar
movements are simulated using previously recorded data from
real sessions.

Whenever a change in direction or speed occurs the partici-
pating node is updating the corresponding transformation and
physics object. When an avatar joins a scene, all participating
nodes are requesting the avatar objects from the storage ser-
vice (Olymp). Additional inter-backend traffic is generated by
security checks (Cerberus service) if connections are migrated.

Figure 10(a) shows the data rate between the backend
services with increasing player numbers and Figure 10(b) the
corresponding object and name service requests per second.
We plan to integrate a packet compression to further reduce
the bandwidth requirements.

The next test evaluates the impact of the area of interest
management (AOIM) on the data rate and packet count of a
single scene. Because the scenes are isolated from each other
AOIM is used for shaping traffic inside one scene. For the
experiments we have used the scene Rainbow Island shown
in Figure 1. We compare three cases: AOIM disabled (labeled
NONE), using the coordinator-based AOIM-approach (labeled
CS), and the grid-based AOIM-approach (labeled GRID). The
scene has four hot spots with interesting content where players
use to gather. These hot spots are out of visual range of each
other, so in the test scenario we are distributing the players
evenly over these places. The avatars will move around these
spots using previously recorded real user-movements.

Without any AOIM mechanism the simple replication layer
was not able to support 128 clients concurrently. That is
caused by the fact, that an update of player movement must
be send to all other participants of a scene. Thus the required
data rate increases quadratically with respect to the number
of players. As a result many clients timed out leaving only
half of the players in the scene. The results have therefore
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Fig. 10. Scene change results.

been removed in the graphs. With an activated AOIM we
are able to support up to 128 concurrent players. The grid
approach (GRID) performed best (as expected), followed by
the centralized approach. An interesting fact is the peak in the
packet count for the CS approach with 64 avatars. We could
reproduce the effect and confirm that many players where
wandering at the border of the visual range of other players,
entering and leaving groups very frequently. This leads to a
lot of group management overhead which resulted in a high
packet-rate while the data-rate increased only moderately.

As mentioned before we are using transactional consistency
to secure access to critical data, like the scene graph. We have
implemented a scene-local chat which is readable and writable
to all participants of a scene (see Figure 4). The chat consists
of a simple ring-list where users can add new messages which
are read by all participants each 0.5 seconds. The access to
this structure is synchronized using transactional consistency.
We have measured with 32 nodes participating in a scene, 16
of them are writing a chat messages every two seconds and all
are reading the chat messages. We have measured the impact
on the client frame rate. Figure 12 show the results.

The chat measurement numbers show that the frame rate of
writing nodes decreases as the number of player increase. This
is not surprising as all writers are accessing the same structure
thus producing many conflicting accesses. The interesting
fact however is, that the reading nodes are not affected (see
Section II-C) underpinning the usefulness of transactional
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consistency for distributed interactive applications. Another
optimization is to decouple the adding of a chat message by
using an extra thread thus preventing a drop in frame rate even
in a case of conflicts.

C. Mobile Devices

In order to execute Wissenheim Worlds on a mobile device
the graphical complexity has to be reduced because these
devices currently offer a quit poor OpenGL performance.
Thus, we use the same simulation approach as for the Wis-
senheim Worlds tests. We use one scene only accessed by one
mobile device and multiple desktop nodes. First of all we are
interested in the overhead introduced by the TGOS model and

the data rate as the number of avatars increases. Figures 13(a)
shows the frame rate on the mobile device and Figure 13(b)
the data rate with respect to the number of additional players
in the scene. We have measured using 3G and Wifi (802.11g).
The latency measured for 3G was around 500ms, Wifi around
80ms.
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Fig. 13. Frame and data rate on mobile device.

The mobile experiment shows a decrease of the frame rate
with an increase of additional avatars. This is as expected with
respect to the results of our marshalling numbers. The high
network latency on a 3G connection made avatar interactions
almost impossible. Obviously, an average network latency of
500ms makes interactions almost impossible, independent of
the chosen approach. Also the best dead reckoning algorithm
cannot mask such high network latencies. But with a Wifi
connection it was possible to use Wissenheim worlds smoothly
on a mobile device, too.

V. RELATED WORK

Massively multiuser virtual environments such as Wis-
senheim Worlds spawn a lot of different research topics. Due
to the limited space we are comparing TGOS ideas only with
a limited number of related work including MMVEs, scene
graphs, and transactional memory.

A large number of architectures and formats for scene
graphs have been already proposed. Popular ones such as
VRML or Java3D are designed for single-node usage and
cannot be used for distributed applications. While distributed



virtual environment systems such as Avocado and DIVE or
distributed scene graphs such as blue-c [12] or the Distributed
Open Inventor [13] present a comparable design by means of
scene graph distribution, they lack support for transactional
consistency. The fine-grained application-based control of the
replication process and the ability to distribute scene graphs
which structures and classes are completely application spe-
cific are another novelty of the TGOS approach.

The requirements and motivation for a peer-to-peer archi-
tecture for MMVEs has been described by Schiele et al. [2]
and a description of a consistency model suitable for MMVEs
has been proposed by Hähner et al.[14]. In contrast TGOS
is not bound to one specific network model or consistency
model. It furthermore supports the interchangeability by using
its basic operations to decouple from network specifics and
by supporting a wide variety of implementable consistency
models.

Transactions are a key concept in database management
systems providing significant benefit for concurrent data
base access [15]. The TGOS work on optimistic transaction
has been strongly influenced by the concepts proposed by
H.T.Kung et al. [16]. Related work on software transactional
memory (STM) has be done by Wende [17] and STMs for
large scale clusters are described by Bocchino et al.[18].
Wissenheim was also ported to Linux using the transactional
memory feature of the Object Sharing Service [10] provided
by XtreemOS, an FP6 EU project. Although many good ideas
have been adopted from these publications the Wissenheim
Worlds approach differs in the many properties, e.g. using
updates instead of invalidations, backward validation instead
of forward validation. Furthermore, transactions are here only
used for a limited set of operations, which require strong
consistency.

VI. CONCLUSIONS

In this paper we have proposed a new data-centric program-
ming model named TGOS for MMVE applications. TGOS
provides comfortable and efficient game state sharing in a
peer-to-peer fashion. The object-oriented model offers differ-
ent replication strategies and consistency models, implemented
using basic operations provided by TGOS itself. The current
implementation supports weak and transactional consistency.
Consistency can be dynamically re-defined according to dy-
namical needs of the accessing threads. Whenever strong
consistency is required we recommend to use transactional
consistency. Transactions bundle object modifications allow-
ing bulk network transfers while at the same time avoid
complicated lock management and deadlocks. But of course
transactions cannot be used for all actions. Whenever possible
weak consistency should be preferred to mask the network
latency.

TGOS has been evaluated as a platform for the Wissenheim
Worlds application used at the Universities of Ulm and Dues-
seldorf to support lectures. The evaluation results presented
in this paper show that a data-centric architecture is efficient.

Scalability has been successfully tested up to 128 simulated
users including one mobile client.

Future work includes more tests with many real users. And
further optimizations regarding replication, reliability, and area
of interest management.

REFERENCES

[1] M. Schoettner, S. Traub, and P. Schulthess, “A transactional dsm
operating system in java,” in International Conference on Parallel and
Distributed Processing Techniques and Applications, 1998.

[2] G. Schiele, R. Suselbeck, A. Wacker, J. Hahner, C. Becker, and T. Weis,
“Requirements of peer-to-peer-based massively multiplayer online gam-
ing,” in CCGRID ’07: Proceedings of the Seventh IEEE International
Symposium on Cluster Computing and the Grid. Washington, DC,
USA: IEEE Computer Society, 2007, pp. 773–782.

[3] “Wissenheim worlds, www.wissenheim.de,” 2008. [Online]. Available:
www.wissenheim.de

[4] J. Protic, M. Tomasevic, and V. Milutinovic, Distributed Shared Memory
Concepts and Systems. Wiley, 1997.

[5] An evaluation of global address space languages: co-array fortran and
unified parallel C. New York, NY, USA: ACM, 2005.

[6] M. Sonnenfroh, K. Moeller, F. Mueller, M. Schoettner, and P. Schulthess,
“Massively multiuser virtual environments using object based sharing,”
in Workshop on Concepts of Massively Multiuser Virtual Environments.
Open-Access Journal ”Electronic Communications of the EASST”
(ECEASST), 2009.

[7] T. El-Ghazawi, W. Carlson, T. Sterling, and K. Yelick, UPC: Distributed
Shared-Memory Programming. Interscience, 2005.

[8] D. Chen, S. P. Sandhya Dwarkadas, E. Pinheiro, and M. L. Scott, “Inter-
weave: A middleware system for distributed shared state,” Languages,
Compilers, and Run-Time Systems for Scalable Computers, 2000.

[9] “Velox project, http://www.velox-project.eu.”
[10] K.-T. Moeller, M.-F. Mueller, M. Sonnenfroh, and M. Schoettner,

“A software transactional memory service for grids,” in International
Conference on Algorithms and Architectures for Parallel Processing.
Springer, 2009.

[11] J. P. W. G. G. Gregor Kiczales Erik Hilsdale Jim Hugunin Mik Kersten,
“An overview of aspectj,” in ECOOP 2001 Object-Oriented Program-
ming, vol. Volume 2072/-1 / 2001. Springer Berlin / Heidelberg, 2001,
pp. 327–354.

[12] M. Naef, E. Lamboray, O. Staadt, and M. Gross, “The blue-c distributed
scene graph,” in In Proceedings of the IPT/EGVE Workshop 2003.
Press, 2003, pp. 125–133.

[13] G. Hesina, D. Schmalstieg, A. Furhmann, and W. Purgathofer, “Dis-
tributed open inventor: a practical approach to distributed 3d graphics,”
in VRST ’99: Proceedings of the ACM symposium on Virtual reality
software and technology. New York, NY, USA: ACM, 1999, pp. 74–
81.

[14] J. Hhner, K. Rothermel, and C. Becker, “Update-linearizability: a
consistency concept for the chronological ordering of events in manets,”
Mobile Ad-hoc and Sensor Systems, 2004 IEEE International Confer-
ence on, pp. 1–10, Oct. 2004.

[15] J. Gray and A. Reuter, Transaction Processing: Concepts and Tech-
niques. Morgan Kaufmann, 1993.

[16] H. T. Kung and J. T. Robinson, “On optimistic methods for concurrency
control,” ACM Trans. Database Syst., vol. 6, no. 2, pp. 213–226, 1981.

[17] M. Wende, M. Schoettner, R. Goeckelmann, T. Bindhammer, and
P. Schulthess, “Optimistic synchronization and transactional consis-
tency,” Cluster Computing and the Grid, 2002. 2nd IEEE/ACM Interna-
tional Symposium on, pp. 331–331, May 2002.

[18] R. L. Bocchino, V. S. Adve, and B. L. Chamberlain, “Software trans-
actional memory for large scale clusters,” in PPoPP ’08: Proceedings
of the 13th ACM SIGPLAN Symposium on Principles and practice of
parallel programming. New York, NY, USA: ACM, 2008, pp. 247–258.


