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Abstract—In-memory storage techniques provide cloud appli-
cations with cheap, fast and large-scale RAM-based storage.
By replicating data and providing adequate consistency control
mechanisms, in-memory storage can simplify the design and
implementation of highly scalable distributed applications. We
argue that in-memory storage can increase the flexibility of
the MapReduce parallel programming model without requiring
additional communication facilities to propagate data updates.
In this paper, we present several applications for our in-memory
MapReduce framework from diverse problem domains including
iterative and on-line data processing.
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I. INTRODUCTION

In the recent years, the evolution of data-intensive comput-
ing has been driven by two major trends: First, the cloud-
computing paradigm and the availability of multi-core pro-
cessors have boosted the potential degree of computational
parallelism [1]. Second, the cost of volatile memory has
decreased such that vast amounts of RAM-based storage have
become affordable [2]. Taken together, these opportunities
enable building large-scale systems that store all their data
in RAM instead of on harddisks or SSDs [2], an approach
which is called in-memory storage [3]. However, most data
storage systems today are still targeted towards disk-based
storage with limited scalability. Systems that take advantage
of massively-parallel RAM storage are still rare.

For a data-intensive distributed application, the storage
facility is only one important component. The design of
the application logic requires additional thoughts and skills.
Therefore, computing models and applications frameworks
have emerged to assist developers in building highly scalable
and reliable data-intensive applications.

One such computing model is MapReduce, which has been
suggested by the Google employees Dean and Ghemawat in
2004 [4]. MapReduce restricts the execution flow and data
access of applications to achieve a high degree of parallelism.
An application that adheres to the MapReduce model consists
of two phases: The map phase splits input data such that
several worker nodes can compute intermediate results in
parallel. The reduce phase transforms the intermediate results
into the final result, again in parallel. A dedicated master node

splits, shuffles and merges data and assigns jobs to worker
nodes.

In the original MapReduce model, data dependencies occur
only between input and intermediate data respectively between
intermediate and output data, such that both phases are em-
barassingly parallel [5]. Thus, MapReduce simplifies synchro-
nization at the expense of restraining data dependencies and
control flow.

Although there is a large number of algorithms that can be
modelled well with MapReduce, the data dependencies inher-
ent in many other algorithms require a more flexible execution
flow. Several MapReduce extensions for iterative and on-line
execution partly repeal the restrictions, trading in simplicity
for flexibility [6], [7]. In order to support data updates, these
extended models require additional communication facilities
such as publish-subscribe or streaming services which are not
part of the storage system. However, these additions limit
data throughput [7]. Furthermore, they complicate application
development, for example by requiring an application to
distinguish between static and dynamic data [6] or to specify
to which node to pipeline intermediate data [7].

We postulate that MapReduce frameworks and applications
can benefit from in-memory storage. In-memory storage offers
a simple programming interface for direct access to shared
data, where data consistency can be controlled precisely.

In summary we make the following contributions:

• We detail the benefits of in-memory MapReduce over
MapReduce with a separate storage layer.

• We present several improvements of the in-memory
MapReduce runtime called EMR [8].

• We describe the implementation of different MapReduce
applications using the EMR runtime and analyze the
performance of these applications.

While our previous publication [8] describes the design and
implementation of the EMR framework, this paper focuses on
performance and applications of the framework.

This paper is structured as follows. Section 2 motivates the
utility of in-memory storage for MapReduce and describes
the improved EMR framework. Section 3 characterizes differ-
ent in-memory MapReduce applications, their data flow and
consistency requirements. Section 4 analyzes the performance
of the applications and the qualitative benefits of in-memory
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Figure 1. Data flow in histogram computation

MapReduce. Finally, Section 5 presents related research, and
Section 6 concludes with an outlook on future work.

II. IN-MEMORY MAPREDUCE

For better clarity, we illustrate in-memory MapReduce
throughout this section with a consistent example for a typical
application: the distributed computation of histograms. Given
a bitmap image, a histogram contains the frequencies of the
individual colors (or intervals of colors) within the image. To
parallelize the process of calculating a histogram, the image
can be partitioned into disjoint sub-images. Each parallel
activity computes a partitial histogram of a distinct sub-image.
Afterwards, the partial histograms can be merged into a final
histogram. Again, the merging can execute in parallel, if each
activity walks through all partial histograms and extracts a
certain partition of the color space. Figure 1 depicts the data
flow in parallel histogram computation.

The parallel computation of a histogram goes with the
MapReduce computing model. The map jobs generate partial
histograms, and the reduce jobs combine the partial histograms
to the complete histogram. In the remainder of this paper,
we designate the original MapReduce model consisting of
one map phase followed by one reduce phase as one-pass
MapReduce.

A. One-pass and Extended MapReduce

One-pass MapReduce poses specific requirements on the
underlying data store. On the one hand, the storage must be
highly scalable in order not to constitute the bottleneck of
the MapReduce system [9]. On the other hand, by virtue of
restrained data dependencies in the MapReduce model, the
data store needs not support updates and consistency [4]. To re-
spond to these requirements, Dean and Ghemawat based their
MapReduce framework on Google File System (GFS), which
is optimized for write-once consistency and highly concurrent
accesses [4]. GFS complements the access pattern of one-pass
MapReduce with a client-centric weak consistency: It only
guarantees that special append-at-least-once operations result

in defined file content, whereas regular write operations leave
the file consistent but potentially undefined [10].

Histogram data of video streams can be generated by
extending the execution model of one-pass MapReduce to iter-
ative execution. In contrast to one-pass MapReduce, extended
MapReduce needs to handle updates of input, intermediate or
output data. In our example, the image frames of the input
video stream change with each iteration. Depending on how
the histogram data is used by the application, it can store the
output histograms in different storage objects, or it may store
the output in a single dynamic histogram. In the latter case,
the dynamic histogram will be updated by each MapReduce
iteration.

B. Opportunities for Distributed In-memory MapReduce

The above description of a typical MapReduce applica-
tion allows to identify opportunities of distributed in-memory
MapReduce compared to conventional MapReduce storage
such as GFS. For our considerations, we assume a distributed
in-memory storage like ECRAM [8] that transparently repli-
cates data to computing nodes and is able to guarantee non-
trivial data consistency.

In a transparently replicating in-memory storage for MapRe-
duce, neither framework nor application needs to specify
which data to make available at which node. However, trans-
parent replication implies that the in-memory store identifies
and possibly predicts accesses. Replication allows to cache
data at those computing nodes where it has been used before,
thereby reduces access latency. For example, if an animation
shows objects moving in front of a static scene, only parts of
the bitmap change between different frames. Another benefit
of replication is that it can improve the data store’s resilience
in case of failures.

For iterative and on-line MapReduce, which may update
data, the in-memory storage must ensure consistency. The
specific requirements on storage consistency depend on the
application’s data access characteristics. Because of the high
integration of in-memory store and applications, applications
can benefit from having precise control over the consistency
guaranteed by the in-memory store. In the following section,
we detail application-defined consistency control over in-
memory storage.

Frameworks for iterative and on-line MapReduce that do
not use in-memory storage propagate data updates using
explicit messaging, for example via publish-subscribe [6],
[11] or streaming [7]. However, explicit messaging lacks the
transparency of storage replication, therefore it requires a
higher engineering effort for framework. The implementation
of applications becomes more complex, too, because the
applications need to configure the framework to register and
handle data updates appropriately. Furthermore, the explicit
messaging used by Condie et al. [7] is a potential bottleneck
such that it can be used for small amounts of data only.

If the data store only supports modifications of single
objects at once, race conditions can arise from modifica-
tions becoming visible in undefined order. Although a clever
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Figure 2. Execution model of in-memory MapReduce

implementation can avoid most race conditions, such im-
plementation is sometimes complicated and error-prone. On
the one hand, the in-memory store should support changing
multiple objects in an atomic operation, such as a transaction
on distributed storage. On the other hand, serializing all
modifications of the distributed data store would limit the
degree of parallelization. Thus, the data store needs to ensure
the serializability of operations where needed, while offering
weaker access consistency where the application can tolerate
them.

C. The EMR Framework

In order to demonstrate the utility of distributed in-memory
storage for MapReduce, we have developed the EMR extended
MapReduce framework [8]. MapReduce applications running
on EMR share information by means of the ECRAM1 dis-
tributed in-memory storage. The EMR framework implements
an extended MapReduce model comprising one-pass, iterative
and on-line execution of the MapReduce sequence. Figure 2 il-
lustrates the execution model of in-memory extended MapRe-
duce. Dotted arrows denote read and write operations on the
storage.

The EMR framework stores application data as replicated
objects in the ECRAM in-memory storage. During MapRe-
duce execution, the EMR framework automatically prepares
input, intermediate and output objects according to the appli-
cation’s specification. Furthermore, worker nodes can create
objects on their own using the function ecram_alloc,
which returns zero-initialized objects of the requested size. If
an object is not needed any longer, it must be destroyed using
ecram_free. Objects in ECRAM may contain references
to other objects, which allows applications to implement
distributed data structures.

Given that ECRAM replicates objects, consistency handling
is an important part of its functionality. ECRAM’s builtin
consistency handling enables lock-free implementation of both
applications and the MapReduce framework itself.

ECRAM’s consistency handling bases on memory transac-
tions in the sense of distributed transactional memory [12],
[13]. A memory transaction is a sequence of read or write

1ECRAM is an acronym for elastic cooperative random-access memory.

void histogram_map(
mapreduce_storage_t *in,
histogram_t *out)

{
ecram_bot(0, NULL);
pixel_t *p;
unsigned long pixels = 0;
for (p = in->data + in->offset;

(void *)p < in->data + in->off + in->len;
p++)

{
out->r[p->r]++;
out->g[p->g]++;
out->b[p->b]++;
pixels++;

}
ecram_eot(0);

}

void histogram_reduce(
mapreduce_reduce_in_t *in,
ecram_object_id_t out)

{
// iterate over all intermediate histograms
ecram_bot(0, NULL);
int i;
for (i = 0; i < in->nintermediates; i++)
{

ulong64_t first = 256 * in->id / in->nreduces;
ulong64_t last = 256 * (in->id + 1) / in->nreduces;
// iterate over a range within the histogram
unsigned long long j;
for (j = first; j < last; j++)
{
ulong64_t *data = out + ecram_get_block_size() * j;
data[0] += ((histogram_t *)in->interm)[i].r[j];
data[1] += ((histogram_t *)in->interm)[i].g[j];
data[2] += ((histogram_t *)in->interm)[i].b[j];

}
}
ecram_eot(0);

}

Figure 3. The map and reduce functions for histogram calculation

accesses by one computing node. If the transaction’s read and
write sets do not intersect with transactions committed in the
meantime, the transaction is said to be valid and commits
its changes atomically to the shared storage. If ECRAM
detects an invalid transaction, it transparently rolls back the
speculative transaction’s changes and restarts it. For efficient
comparison of read and write sets, ECRAM has a conflict unit
size of 4 KB. In order to ensure the global serializability of
transactions, ECRAM’s current implementation uses a central
validator node. Object content is transferred directly between
computing nodes.

Accessing objects outside transactions is possible using
ECRAM, however read accesses may return out-of-date con-
tent, and changes are not stored permanently. In the course
of optimizing ECRAM for MapReduce workload, we have
developed a relaxed transactional consistency targeted towards
the needs of MapReduce applications, which we describe in
the next subsection.

Figure 3 displays the implementation of the map and reduce
functions for histogram calculation. The map function iterates



void histogram(
ecram_object_id_t infile,
ecram_object_id_t outfile)

{
mapreduce_app_t *app =
ecram_alloc(sizeof(mapreduce_app_t), NULL);

strcpy(app->map_function, "histogram_map");
strcpy(app->reduce_function, "histogram_reduce");
app->input = read_input(infile);
app->output_descriptor = outfile;
app->split_size = sizeof(pixel_t) * pixels_per_map;
app->intermediate_size =

ecram_block_align(sizeof(histogram_t));
app->final_size = ecram_get_block_size() * nvalues;
app->nreduces = job_get_nworkers();
mapreduce(app);

}

Figure 4. Code to configure EMR for histogram calculation

over all pixels in the image region specified as input. It
stores the red, green and blue values of each pixel in the
corresponding fields in the output array. The reduce function
looks at each intermediate histogram in turn. In each inter-
mediate histogram, it iterates over a range of color values
and adds the values to the final histogram. All reduces write
concurrently to the same output histogram, such that false
conflicts between adjacent entries in the output histogram can
occur. Our implementation inserts padding between histogram
entries to avoid false conflicts without complicating the source
code. Placing each field of the output histogram in a separate
ECRAM block costs less than 1 MB space overhead, but
allows fully independent write accesses. The histogram map
and reduce functions encapsulate all their storage accesses in a
single transaction between the ecram_bot and ecram_eot
markers.

An application starts a MapReduce execution by cre-
ating a structure of mapreduce_app_t, filling the re-
quested configuration parameters and passing it to EMR’s
mapreduce function. The structure has a purpose sim-
ilar to Google MapReduce’s specification object [4]. It
specifies the names of the framework’s hotspot functions
map, reduce, split, shuffle and merge. Further-
more, it describes the location of input and output data either
in the file-system or in ECRAM storage. Figure 4 shows the
source code to configure and start the histogram calculation
on the master node. The EMR framework overwrites zero-
filled entries with sensible default values. For example, the
number of map jobs is calculated from the input size and
size of each split. The histogram application does not specify
a shuffle function, so that EMR passes intermediate values
directly to the reduce jobs.

Worker nodes call the function job_run to wait for jobs.
Whenever a job arrives in the work-queue, an idle node
awakes, dequeues the job and runs the specified function,
passing the corresponding input and output objects. When the
MapReduce execution terminates, the framework submits a
special terminate job to leave the job_run function.

D. Improvements of the Original EMR Framework
Compared to our previous paper on the EMR framework [8],

we have implemented several optimizations for storage syn-
chronization and replication, which we describe below. In ad-
dition, we have implemented advanced workload management
with load balancing, and we have generalized the model to
make it apply to more diverse applications.

1) Flexible Consistency and Replication: Applications of
the MapReduce model and extended models have special
requirements for data consistency. EMR tries to handle these
consistency requirements as flexibly as possible without com-
plicating application development.

Originally, ECRAM supported basically two consistency
models, namely write-once consistency and transactional con-
sistency. Whenever an object is left unmodified after creation
and initial modification, write-once consistency can be used
to avoid the overhead of transaction serialization. On the one
hand, the regular access pattern of one-pass MapReduce goes
with write-once consistency, as detailed in the previous sec-
tion. On the other hand, write-once consistency is inadequate
for object updates, because the update might be lost by a
concurrent modification.

In general, transactional consistency is well-suited for ir-
regular access patterns with low conflict probability. However,
for applications that conform strictly to iterative MapReduce
with alternating, stateless map and reduce phases, transactional
consistency is slightly too strong because the sequence of
map and reduce phases eliminates concurrent accesses. If
the programmer can preclude access conflicts, validation of
transactions is dispensable. We have implemented a special
weak consistency which encapsulates accesses in transactions
but assumes the absence of conflicts and omits the validation
phase. The programmer selects non-validating transactions
when calling ecram_bot.

2) Workload Management and Load Balancing: Like other
MapReduce frameworks, EMR comprises work-queue man-
agement for map and reduce jobs. EMR stores work-queues,
jobs and configuration data in ECRAM to take advantage of
automatic replication and consistency. To avoid busy waiting
for conditions, EMR uses the ecram_wait function that
blocks until a storage object fulfills a given condition. Each
work-queue has a field specifying the current number of jobs
in the queue, which serves as a condition variable for the
ecram_wait synchronization primitive.

The previous version of EMR held all map and reduce jobs
in a global job queue. However, the contention on the global
queue was high, leading to high transaction conflict rates.
Therefore, we have implemented per-worker job queues. For a
given number of worker nodes n, the first n jobs are assigned
round-robin, and successive jobs are distributed randomly to
the nodes.

In some MapReduce applications, job execution time has
significant outliers [14]. We implemented a simple work-
stealing approach to counteract workers idling while others
still have jobs in their queue. If a worker finds that he is about
to block on his empty queue, he scans the work-queues of his



peers for jobs to steal from them. Given that work-queues are
stored as shared objects, there is no danger of deadlocks or
lost jobs.

3) Application-defined Customization: We have also ex-
tended the parametrization options of the EMR framework.
While the original EMR framework required the applica-
tion to run iterative MapReduce sequences by calling the
mapreduce function repeatedly, we have now included it-
erative execution direcly into the framework. An application
can specify in the application configuration object that it
wishes to run MapReduce iteratively, until either a given
maximum number of iterations is reached or the member
variable iterate in the configuration object is set to false.

Besides, we have improved the customizability of EMR’s
data management. Input data is either read from a specified
file or can be pre-loaded by the application, for example if the
file needs to be parsed before starting MapReduce. Also, the
splitting of data now depends on several parameters such as
the size of each input split and the number of workers.

III. APPLICATIONS OF IN-MEMORY MAPREDUCE

In the previous section, we have described parallel his-
togram computation using in-memory MapReduce. Now we
discuss other MapReduce-style applications and their in-
memory imlementation on EMR.

A. Real-time Raytracing

Raytracing transforms a 3D scene graph into a 2D image
by tracing the path of light through the scene. Most imple-
mentations trace each ray separately, making the computa-
tion embarrassing parallel. Thus, raytracing conforms to the
MapReduce model. In contrast to histogram computation, the
parallelization partitions the output data, not the input data.

There are a number of uses for iterative raytracing. Raytrac-
ing can improve an image iteratively by replacing interpolated
pixels with more exactly calculated pixels, or by increasing
the accuracy of effects such as reflection and transparency.
Raytracing a sequence of images while slightly altering the
scene results in an animation.

Our implementation stores not only the image bitmaps,
but also the scene graph in distributed storage. The master
node splits the 2D output image into equally-sized partitions.
Each node traces the rays in the partition assigned to him
during the map phase. The reduce phase simply collates
the distinct partitions to a complete image. The raytracer
supports raytracing scenes at different resolutions and iterative
rendering of dynamic scenes.

B. Word Frequency Analysis

A popular example for MapReduce is word frequency
analysis (“word-count”), which determines the number of
occurences for each words contained in a text corpus [4].
The master node distributes the input documents evenly to
the worker nodes, which in turn compute intermediate counts
of the words in their subset of documents. In the shuffle phase,
the master collects the intermediate histograms and generates

an index table. Finally, in the reduce phase, the master directs
the workers to sum up the counts for a specified range of
words.

Iterative word counting makes intermediate results available
early. Online computation of word frequencies allows for
example tracking word frequencies for a collection of web
sites.

We have implemented word-count using the EMR frame-
work and in-memory tries (prefix trees). The trie data-structure
almost entirely avoids false conflicts, because two insertions of
words in a trie collide only if one word is a prefix of the other
word. During the map phase, each worker builds up his own
tree, such that collisions are impossible and the map phase can
run as a single transaction. In the reduce phase, each worker
scans alls trees for a certain subset of prefixes.

C. K-Means Clustering

The heuristic k-means clustering algorithm aims at par-
titioning points in an Euclidean space into k sets under
the constraint that the distance between nodes and cluster
centers is minimized. The well-parallelizable algorithm has
been implemented as an instance of MapReduce [15] and
as an application for transactional memory [16]. Initially, k
cluster centers are chosen randomly. Each map job calculates
the distance between one point and the k cluster centers. The
reduce jobs then determine for each point which cluster center
is nearest and, if necessary, re-assign the point to the new
center.

Iterative k-means clustering allows accessing approximate
results fast, with more precise results available later. The
iteration process can be stopped if the cluster centers have
been reached a certain stability. In our implementation, the
reduce jobs track the movement of cluster centers. The post-
iteration function checks whether the movement is less than
the requested limit, and then stops the iteration by setting the
iterate variable to false.

IV. EVALUATION

In this section, we characterize the applicability and per-
formance of in-memory MapReduce using both experimental
results and a qualitative analysis of its features.

A. Experimental Environment

We have evaluated the performance of several applications
which use the EMR framework. The experiments were run
on a cluster system consisting of 33 computing nodes, each
equipped with 2 AMD Opteron processors (16 x Opteron
246 @ 2 GHz, 16 x Opteron 244 @ 1.8 GHz) and 2 GB
ccNUMA RAM. The nodes were configured to boot Debian
Squeeze with Linux x86-64 kernel 2.6.32 in disk-less mode
via NFS. The experiments ran with one master node and a
varying number of workers.

B. Run-time of Map and Reduce Phases

For the first series of experiments, we kept the problem size
constant, such that the amount of work per node was inverse



Figure 5. Run-time of map and reduce phase in the histogram application

Figure 6. Run-time of map and reduce phase in the raytracer application

to the number of workers. We configured the applications to
run in one-pass mode.

We ran the histogram application on a 24-color bitmap of
6816 x 5112 pixels, which results in a file size of about 100
MB. The word-frequency application processed novel Ulysses
by James Joyce, which contains about 268000 words. The
raytracer rendered a scene consisting of 228 objects on an
image with a dimension of 640x480 pixels.

Figures 5, 6 and 7 show the run-time of histogram, raytracer
and wordcount, respectively, for different numbers of workers
(1 to 32). To better understand the overall performance, we
have ascribed the run-time to the map and reduce phase. The
raytracer reduce phase is very short, because it only assembles
and stores the image. The wordcount reduce phases do not
scale as well as its map phase, a phenomenon we traced back
to higher conflict rates when merging the intermediate tries to
the final trie. The histogram application performs best with 8
worker nodes, because the map phase is still relatively short

Figure 7. Run-time of map and reduce phase in the wordcount application

Figure 8. Frame-rate in the histogram application

compared to the transaction overhead.

C. Performance of Iterative Operation

To assess the overhead and speedup of iterative MapReduce,
we configured the histogram and raytracer application to run
on different problem sizes.

Figure 8 displays the frame-rate for histogram compuration
over an image size that varies from 6.3 MB to 100 MB.
Figure 9 contains similar data for the raytracer application,
with the output image size varying between 300 KB and 4.7
MB.

D. Performance of Framework Improvements

We have also verified the performance of the work-stealing
mechanism suggested in Subsection II-D. When executing 320
map jobs on 32 worker nodes, the mean execution time of
a single job is 1.4976 seconds with a standard deviation of
0.38466 seconds. Without work-stealing, the average execution
time of map jobs per worker node is 14.976 seconds with a



Figure 9. Frame-rate in the raytracer application

standard deviation of 4.3358 seconds. Work-stealing reduced
the average execution time of map jobs per worker node to
14.598 seconds and the standard deviation to 0.50582 seconds,
a decrease of an order of magnitude.

E. Qualitative Evaluation of In-memory MapReduce Imple-
mentation

We find that using replicated in-memory storage with trans-
action support for MapReduce has several benefits for the
implementation of MapReduce applications and frameworks.

In case of extended MapReduce, where data updates can
occur, in-memory MapReduce allows precise control over data
consistency. Algorithms that can be implemented as extended
MapReduce applications are well parallelizable, such that the
contention even on large amounts of shared data is low,
and therefore transaction aborts are infrequent. Furthermore,
transactions bundle updates to objects, which reduces the
communication overhead of update propagation. Given that
map and reduce jobs can access and modify shared data objects
other than input and output objects, in-memory MapReduce
enables stateful jobs.

In contrast to DBMS, in-memory MapReduce does not
require a schema, similar to a NoSQL-database. Objects can
have arbitrary structure and contain references to other objects.
In our experience, using objects provided by the framework
is sufficient for most applications. Application-defined data
structures were mostly needed for applications that required
more flexibility than provided by standard MapReduce. Unlike
DBMS’s distributed transactions on partitioned storage, mem-
ory transactions operate on replicated storage, such that the
in-memory store does not need expensive two-phase commit.

Replication enables caching results, which is especially
useful for iterative MapReduce where only parts of the input
data change between iterations. The shuffle phase is less
important, because workers can access all (unsorted) results.

A software framework like EMR usually finds itself in
tension between comfort and inflexibility. Our EMR frame-

work tries to be a comfortable programming environment that
applies to a range of applications and is simple to understand.
Although we have implemented a range of different applica-
tions that successfully use the EMR framework, the framework
may be inappropriate for certain applications that we did not
anticipate.

The EMR framework integrates storage layer and runtime
engine for extended MapReduce. While we are convinced that
this integration enables efficient control over data consistency
and replication, it also decreases the modularization of the
involved software components and counteracts separation of
concern. For example, programming errors in applications can
potentially impact the integrity of storage and run-time engine.
However, simplified design and implementation of applications
and framework compensates the loss of modularization.

In general, in-memory storage accomodates fault-tolerance,
because replication rather simplifies than hinders resilience [3].
However, in case of stateful map and reduce jobs, the MapRe-
duce framework must itself take precautions against failing
computations, data loss or node breakdown [17].

To sum up, in-memory MapReduce enables application-
defined consistency management and transparent data repli-
cation at the cost of decreased modularization. We are posi-
tive that the benefits of in-memory MapReduce outweigh its
potential drawbacks.

V. RELATED WORK

The EMR framework implements a MapReduce model
similar to Twister and HOP. In contrast to EMR, Twister
promotes data updates using multicast and publish/subscribe
messaging. To achieve high performance despite the com-
munication overhead of data updates, Twister uses relatively
large-grained stateful map tasks. Based on our experience
with EMR, we confirm this heuristic. Furthermore, Twister
inserts a local combine operation before the global reduce
operation to determine whether to continue iteration. Using
EMR, applications control the number of iterations to run.

MapReduce Online modifies the original MapReduce model
to allow for online aggregation and continuous queries [7].
In addition to storing intermediate data temporarily on disk,
the Hadoop Online Prototype (HOP) pipelines data directly
between computing nodes, effectively converting MapRe-
duce’s original data-centric model to a message-oriented
model. MapReduce Online broadens the field of application
of the original MapReduce model and increases the degree
of parallelism even for legacy workload. On the downside,
MapReduce Online fundamentally changes the MapReduce
design. The HOP implementation involves buffer management,
RPC-based communication and progress monitoring. On the
one hand, our data-centric approach does not need explicit
messaging. On the other hand, EMR’s performance and fault
tolerance cannot profit from hand-tailored communication.

To investigate and improve storage performance for one-
pass MapReduce, Nicolae et al. have developed the BlobSeer
storage as a replacement for the commonly used HDFS data
store [9]. Like EMR, BlobSeer uses version-based concurrenty



control to handle object updates, which enables it to outper-
form HDFS under micro-benchmarks and real MapReduce
workload. However, the objects used by BlobSeer are much
larger than the programming language objects that EMR
focuses on, such that BlobSeer does not rely on in-memory
storage only. While EMR handles consistency mostly trans-
parently for applications, BlobSeer makes versions explicitly
accessible for applications. Despite the differences in purpose
and design, BlobSeer makes a case that scalable consistency
management is key to high-performance MapReduce.

The EMR framework has some similarities with Google’s
Percolator project [18], which enables incremental processing
of large data sets as a replacement for MapReduce. In contrast
to our framework, Percolator is integrated in Google’s closed-
source infrastructure, entailing Google File System and the
tabular data store Bigtable. Perlocator’s transactions are scale
impressively well, almost linearly for more than five thousand
cores. However, transactions cannot embrace more than a
single row or column in Bigtable.

To enable modifications to trigger transaction execution,
Percolator’s designers have defined a notification mechanism.
Notifications are similar in functionality to database triggers
in that they are executed after a data update, but the observer
runs as a separate transaction. Notifications serve a purpose
similar to ECRAM’s conditions, which also continue execution
after a transaction has updated certain data. While Perlocator’s
observers randomly scan the table for pending notifications,
our condition mechanism is driven by commit messages.

There exist several MapReduce implementations using data-
centric communication, most prominently Phoenix [15], [19],
Phoenix++ [17] and Ostrich [20]. However, unlike our frame-
work, these implementations target multicore processors with
shared memory access. Ostrich optimizes Phoenix with respect
to memory reuse, data locality and overlapping map and
reduce phases. Phoenix++ improves the flexibility of Phoenix
by using C++ templates, in contrast to EMR’s approach of
sensible default values, which the application can overwrite
as needed.

VI. CONCLUSION

The MapReduce model has been proposed to relieve de-
velopers of highly parallel applications from handling data
consistency and node failures. The alleviation of these hassles
was successful, but the original MapReduce model does not
apply to certain computational problems. Extensions of the
original MapReduce model necessitate caring for consistency
and reliable execution once again. In-memory storage benefits
consistency and fault handling, giving rise to the idea of an
in-memory framework for extended MapReduce.

We have described the implementation of MapReduce ap-
plications on the EMR framework for in-memory MapReduce.
The evaluation confirms EMR’s scalability and applicability.
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