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Abstract—Distributed  file-systems  are  a  popular  storage 
abstraction  for  cloud-computing  applications.  They  provide 
generic  data  access  for  different  applications  in  order  to  pass 
information between computing nodes and to save computation 
results persistently. The performance of  distributed applications 
depends  on data-consistency  protocols  and  meta-data 
management,  but these factors of  influence are often statically 
configured in distributed file-systems. In this paper, we describe 
EFS,  an  in-memory  file-system  that  manages  meta-data  and 
consistency by flexibly adapting to file-access patterns.
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I.  INTRODUCTION

The rise  of  cloud-computing within the  recent  years  has 
boosted  the  interest  in  large-scale  computing  environments. 
These  environments  come  with  high  data  storage  needs. 
Distibuted  file-systems  are a  widely-used storage  abstraction 
for  cloud-computing  environments,  providing  scalable  data 
management with a unified, well-known file-system interface.

Distributed file-systems  are able to manage large  amounts 
of  storage. Compared to  data-base management systems,  file-
systems  leave  management  of  data  inter-relations to 
applications.  Nonetheless,  the  file  abstraction  is  simple  to 
understand  and  popular  among programmers,  such  that  file-
systems remain an important paradigm for large-scale storage 
in the cloud era. For example,  Google file-system (GFS) is a 
distributed file  system  for  large  storage  clusters  [1].  Among 
other areas of application, GFS stores data for Google's highly 
scalable  MapReduce  framework.  Google  keeps  the  GFS 
closed-source, but the Hadoop project provides HDFS, a GFS-
compatible open-source implementation [2].

To achieve  high scalability in the number of nodes, GFS 
and HDFS abandon traditional POSIX compatibility in favor of 
special  optimizations.  For  example,  GFS  has  an  append-at-
least-once operation, which trades precision of operations in for 
a  higher  degree  of  concurrency  [1].  HDFS currently 
implements  write-once consistency  only,  such  that files  are 
immutable after the creator of a file has closed it. The Hadoop 
developers  are  working  towards  support  for  modifying  and 
appending operations [2].

We have identified two improvements on a distributed file-
system.  First,  we  have  devised  an  adaptive mechanism  that 
rearranges the underlying data-structure  depending on access 
characteristics. Second, we have equipped our file-system with 

an atomic append operation comparable to GFS's  append-at-
least-once.  In contrast to GFS,  our append semantics  neither 
produce  undefined  nor  duplicate  file  regions.  We  have 
implemented  and  evaluated  these  improvements  in  our 
distributed in-memory file-system EFS.

The  contributions  of  this  work  are  twofold:  One 
contribution is an adaptive B+-tree balancing method that can 
reduce conflicts for transactional  in-memory storage, and the 
other contribution is an atomic-append file operation method 
that can reduce transaction aborts.

This  paper  is  structured  as  follows.  In  Section  2,  we 
presents the design and implementation of our  distributed in-
memory  file-system.  Section  3 illustrates  the  adaptive 
balancing  mechanism,  and Section  4  details  the  flexible 
consistency  management. Section  5 evaluates  our  the 
scalability  of  our  file-system.  Section  6  reviews  related 
research, and finally Section 7 concludes this paper.

II. FILE-SYSTEM ARCHITECTURE

The  EFS  file-system  keeps its  data  and  meta-data  in 
ECRAM,  a  distributed  in-memory  storage  that  supports 
adaptive consistency  [3].  ECRAM  stores data in  unstructured 
binary  memory  blocks.  Therefore,  a  file-system  based  on 
ECRAM  needs  to  implement file-block  management  and  a 
name-service for  arranging files recursively in directories.  To 
enable efficient directory and file operations, EFS organizes the 
file-system block  allocation  meta-data   and  name-service in 
B+-trees  [4].  EFS  creates a  mountable file-system  interface 
using FUSE [5].

A. A B+-Tree Structure for Directories and Files

Like  most  other  file-systems,  EFS  organizes  storage  in 
fixed-size  blocks.  Each  storage block  in ECRAM  has  a 
globally  unique  identifier.  To  arrange these  identifiers into 
directories  and  files,  EFS  uses  the  B+-tree  dynamic  data 
structure.  There  are two different  kinds of  B+-trees in EFS: 
Directory  trees  for  the  name-service  and  file  trees  for 
associating offsets within files with storage blocks.

A B-tree is a balanced, ordered tree with multiple key/value 
pairs per node.  The number of entries per node is called the 
order or branching factor of a B-tree. A B+-tree is a B-tree that 
stores all  records in leaf nodes  [4].  Multi-entry nodes benefit 
spatial locality,  making B+-trees a popular choice for block-
based file-systems  such  as  Linux'  upcoming  Btrfs  [6].  The 
balanced  structure  of  B-trees  guarantees  insert,  delete  and 
search operations to proceed in logarithmic time,  because the 



depth of the B+-tree is bounded by the logarithm of the number 
of nodes in the tree. Keeping all records at the leaf level allows 
efficient in-order traversal in a B+-tree, especially when linking 
leaves in a sibling list [4].

Directory trees associate file names and file content. Each 
directory entry is indexed by a hash value of the corresponding 
file name and points to the file meta-data.  We have used the 
crc32 hash function, which  can be calculated  efficiently and 
distributes  well  enough.  For  file  access  patterns where 
preserving locality of file names is more efficient,  e. g. where 
each node accesses lexically proximate files,  continuous hash 
functions could be used.

File  trees  map offsets  of  blocks within the file  to  block 
content. In a file tree, each entry is indexed by the block offset 
and  links  to  the  storage  for  the  specified  block. Figure  1 
exemplifies a directory tree consisting of a two-level directory 
B+-tree and a three-level file-block B+-tree.

B. The ECRAM distributed in-memory storage

Distributed  storage  in  EFS  is  provided  by  ECRAM,  a 
flexible  platform  for  in-memory  objects  [3].  In  the 
configuration we use for EFS, objects are fixed-size memory 
blocks having a minimum size of 4 KB, and object IDs are 64 
bits wide.  Nodes reserve storage in large partitions, such that 
allocating  an  individual  block  does  not  require  inter-node 
communication in the common case.

ECRAM supports access-dependent consistency. For strong 
consistency,  accesses  are  bundled  in  transactions,  which  are 
executed with ACID semantics  [7].  Durability is  achieved by 
replicating  modifications.  To  guarantee durability  in  case  of 
severe failures, ECRAM could periodically write checkpoints 
to  permanent  storage.  However,  for  non-critical  purposes  it 
suffices  to create  three replicas,  similarly to  HDFS's default 
replication value of 3 [2].

In  some  cases  programmers can  preclude  transaction 
conflicts,  so  that accesses  contend  with weak  consistency. 
Therefore, transaction validation is optional.  Accesses outside 
of  transactions  are  allowed,  but  they  are  not  serialized with 
respect  to concurrent  accesses  in transactional  context.  Non-
transactional return valid but potentially outdated data.

In  order  to  maintain  meta-data  consistency,  EFS  uses 
ECRAM's transactions over multi-version storage.  Whenever 
EFS bundles a sequence of read and write operations into a 
transaction,  ECRAM  executes  the  accesses  speculatively. 
When  EFS  reaches  the  end  of  the  transaction,  ECRAM 
validates the transaction against all other transactions that have 
occurred  since  the  start  of  the  transaction.  If  the  validating 
transaction  has  not  read  or  written  an  object  that  has  been 
invalidated  by  a  concurrent  transaction,  the  validating 
transaction commits its modifications, else ECRAM rolls back 
the speculative  changes  and restarts the transaction  from its 
beginning.

C. Implementation of name-service and file-block  
management

Our B+-tree implementation uses ECRAM's  multi-version 
transactions to achieve atomic tree updates. In contrast to lock-
free  B+-tree  implementations,  using  multi-version  storage 
results in less write operations on the tree, which in turn 

Figure 1: Name-service and file blocks stored using  
B+-trees

reduces  the  amount  of  inter-node  communication  and 
benefits  scalability  [8].  Transactions  also  allow  atomic 
sequences  of  operations,  for  example  when  moving  a  file 
between directories.

By means of speculative execution, DTM can perform even 
better  than  distributed  lock-based  synchronization  if  the 
contention  on  shared  storage  is  relatively  low  [7].  The 
transaction  conflict  rate  describes  the  effective  degree  of 
parallelism in a DTM. In EFS, the conflict unit size equals the 
size of one B+-tree node, so that transactions conflict if they 
contend for  the same tree  node. Further  conflicts  can occur 
when  accessing  the  same  file  structure.  Read  accesses  in 
absence of concurrent modifications never cause conflicts.

A B+-tree node in EFS stores pointers to its children, the 
keys that determine the value ranges of its children, a pointer to 
its next sibling and some book-keeping information.  Internal 
nodes have a maximum order of 339, such that a node fits into 
an ECRAM block. Leaf nodes point to inode-like file structures 
that represent child directories or files. To  establish a starting 
point for lookup operations, the B+-tree of the root directory is 
registered with a well-known object ID.

The file structure  aggregates the file name, the root of the 
attached  B+-tree,  the  file  size  and  further  attributes  such  as 
access mode. The file name is needed for two purposes: first, 
during the  readdir operation,  to list directory entries,  and 
second to distinguish different files with the same hash value of 
file names. As detailed above, the B+-tree contains references 
to the data blocks of regular files and the entries of directories.

Lookup operations in the EFS name-service start at the file 
system's root B+-tree (“/” in the example of Figure 1), looking 
up  the  file  structure  for  the  top-level  path  component.  The 
succeeding  path  components  translate  into  further  file 
structures, until the final file structure is reached  (“services”). 
For accesses within the file, the block offset is calculated and 
then the respective blocks are looked up in the file's  B+-tree 
(with 4 KB-blocks, offset 8400 is located in block 2).



D. File-System Interface

Users  mount  distributed  EFS  storage  as  a  regular  file-
system.  The Filesystem in User Space (FUSE)  kernel module 
forwards calls to Linux' file-system API to the user-level EFS 
program [5].

FUSE passes  mkdir system calls to  the handler function 
registered  by  EFS. Figure  2  shows  the  high-level  code  for 
creating directories.  EFS  runs  the  operation  in  a  single 
transaction to avoid race conditions when several operations on 
shared data-structures run concurrently. After asserting that the 
file does not yet exist, EFS creates a B+-tree node for the file 
names in the directory.  Afterwards,  it allocates an inode  that 
refers to the node and inserts it into the name-service.

For rmdir, EFS first ensures that the directory exists and 
is  empty,  then  it  unsets  the  directory's  name  in  the  name-
service  and destroys  the associated  btree.  The  create and 
unlink operations proceed similarly on file B+-trees.

The read and write operations both start by looking up 
the file  and the storage blocks corresponding to the specified 
offset.  The write  operation  may require  allocating  new data 
blocks when appending to the file or filling holes in the file. 
Finally,  ECRAM  copies  data  between  the  input  buffer  or 
output buffer and the file blocks.

In contrast to wide-area file-systems such as XtreemFS [9], 
we assume EFS runs in a protected environment inside a single 
cloud-computing  center.  Therefore,  we  have  neither 
implemented access authorization nor data encryption. Adding 
these  features  to  support  federated  clouds  would  be 
straightforward.

III. ADAPTIVE TREE BALANCING

The scalability of a distributed file-system depends on the 
degree of parallelization enabled by the architecture.  The run-
time performance is furthermore determined by the actual file 
usage  pattern.  For  example,  if  several  nodes  contend  for 
creating  files  in  the  same  directory,  the  file-system  must 
serialize accesses to shared data. On transaction-based storage 
such  as  ECRAM,  concurrent  accesses  result  in  conflicting 
transactions. High conflict rates can slow down the file-system 
to  take  even  longer  than  serial  execution.  Although  high 
conflict rates are not the common case,  avoiding conflicts is 
desirable.

The  B+-tree  structure  in  EFS  lends  itself  to  adaptive 
operation. A B+-tree node groups several entries into a conflict 
unit size.  An  insertion or deletion operation usually modifies 
only one  or  several  entries  in  a  node,  it  rarely  modifies  all 
entries  in  a  node.  However,  a  DTM  always  invalidates  a 
conflict unit as a whole, causing false conflicts for unmodified 
entries  [10].  Reducing the number of entries per node avoids 
conflicts  for  subsequent  tree  modifications.  Our  adaptive 
mechanism  to  avoid  false  conflicts  in  B+-trees  consists  of 
transaction monitoring and adaptive tree balancing.

A. Transaction monitoring

In order to derive information about  false sharing in B+-
trees, EFS associates the operations it executes with ECRAM's 
transaction monitoring information. ECRAM collects a number 

ecram_bot();
if (NULL != nameservice_get(path)) {
    ecram_eot();
    return EEXIST;
}
btree_node *root = make_leaf();
efs_inode *node = make_inode
    (name, root, mode|S_IFDIR);
nameservice_set(path, node);
ecram_eot();
return 0;

Figure 2: Creation of directories

of metrics such as  the number of read and written objects 
per transaction and the transaction conflict rate.

In general,  it  is difficult to distinguish false sharing from 
true sharing, because false sharing occurs with objects smaller 
than  the  conflict  unit  size.  The  problem of  detecting  false 
sharing  bears  some  analogy to  observing  structures  smaller 
than the resolution of a microscope.  Although the transaction 
conflict  rate  does  not  directly  identify  false  sharing,  a  high 
conflict  rate  indicates  that  data-sharing exists and should be 
eliminated  if  possible [10].  To  eliminate  false  sharing, 
conflicting objects must be moved to separate conflict units. In 
case of true conflicts, the sharing situation will persist. Having 
separate  conflict  units  does not harm, despite  of  the storage 
overhead.

EFS stores  the transaction conflict  rate  for  each  B+-tree. 
After having finished a transaction,  EFS updates the conflict 
rate for the B+-trees accessed during the transaction. Given that 
different  file-system  clients  may  have  individual  access 
patterns, monitoring data is stored locally and not transferred to 
other clients.

B. Adaptive B+-Tree Balancing

Our B+-tree implementation supports dynamic adaption of 
a tree's order. After having identified a B+-tree that is related to 
frequent  transaction aborts,  EFS reduces the default order of 
the tree. However, there is no need to immediately restructure 
the tree, because subsequent insertions and deletions of items 
will  eventually modify the tree anyways.  Until then, queries 
benefit from the previous larger order.

In case the tree causes relatively few transaction aborts or is 
rarely accessed at all, EFS could increase its order. However, 
we have not yet implemented this feature, because we assume 
ECRAM's  storage  capacity  outweighs  the  space  saved  by 
coalescing nodes.

IV. FLEXIBLE CONSISTENCY MANAGEMENT

Many cloud-computing applications generate large amounts 
of data, but do not modify data once written. For example, the 
MapReduce  model  accesses  data  with  write-once-read-many 
consistency in both the map phase and the reduce phase.

A. Critique of Append-at-least-once

To efficiently support  the write-once access pattern, GFS 
offers an append-at-least-once operation. This special operation 



guarantees that a data block is written at least once, such that 
subsequent read operations on different nodes consistently see 
the data.  The append-at-least-once operation may result in the 
data  block  being appended more  than  once.  Only  one  data 
block is guaranteed to be defined on all nodes, the other blocks 
are considered undefined by GFS. [1]

Tolerating  writes  that  occur  more  than  once  benefit 
scalability.  If different append operations interleave, only one 
of them succeeds, and the others are re-executed transparently 
to the application.  However,  GFS leaves it to the applications 
to detect and ignore undefined regions or duplicates in files, for 
example  by  calculating  checksums  and  filtering  unique 
application-defined IDs. Ghemawat et al. argue that duplicates 
occur rarely, such that many applications can ignore them [1].

In  our  experience,  there  exist  many  applications  which 
cannot  tolerate  duplicate  data.  For  example,  inaccuracy 
aggravates if results are computed iteratively or if intermediate 
results serve as input for another computation. Therefore, our 
DTM-based append operation never creates duplicates.

A GFS-like  append-at-least-once operation could  be 
implemented  in  EFS  as  follows:  The  file-system  reads  the 
current  length  of  the  file  to  append  to.  Then  it  writes  the 
supplied  data  to  the  offset  corresponding  to  the  end-of-file 
value read before.  If the new file length matches the expected 
end-of-file value,  it returns from the call, otherwise it repeats 
the operation.

B. Implementation and Optimization of Atomic Append

Taking advantage of the  ECRAM DTM, EFS  implements 
an atomic append operation similar to the append-at-least-once 
operation described above. EFS executes the append operation 
as  a  single  transaction.  In  terms  of  append-at-least-once 
described above, reading the file length, appending data to the 
file and checking the new file length becomes an atomic action. 
Conflicts between concurrent  append or write  operations are 
detected by ECRAM, and the transactions having read outdated 
content are restarted automatically.

Transactions should be kept as short as possible  to avoid 
unnecessary conflicts. Considering that the data to append is 
private until the append transaction finally commits, the data 
blocks can  be  written  before  starting the append transaction 
using weak consistency. This optimization only requires to pad 
the file to reach a length that is a multiple of the data block 
size. Figure 3 shows the simplified code for the atomic append 
operation.

V. EVALUATION

We have evaluated our file-system using several file-system 
micro-benchmarks.  The  experiments  were  run  on  a  cluster 
system consisting of 32 computing nodes, each equipped with 
2 AMD Opteron processors (16 x Opteron 246 @ 2 GHz, 16 x 
Opteron 244  @ 1.8  GHz)  and  2  GB ccNUMA  RAM.  The 
nodes  were  configured  to  boot  Debian  Squeeze  with  Linux 
x86-64 kernel 2.6.32 in disk-less mode via NFS.

The first experiment measures the performance of adaptive 
tree balancing  (see Figures 4 and 5).  If the file-system clients 
write in private directories, conflicts are rare. In the case of rare 
conflicts, creating 15,000 files takes about 300 seconds, and the 
adaptive mechanism is not activated.

file_blocks *blocks  = prepare_blocks
    (file, data, offset, length)
ecram_bot();
ecram_inode *inode = 
nameservice_get(path); 
if (NULL == inode) {
    ecram_eot();
    return ENOENT;
}
append_blocks(inode, blocks);
length += pad(inode>i_size);
inode>i_size += length;
ecram_eot(0); 
return length;

Figure 3: Atomic append operation

However, if the clients all create files in the same directory, 
there  are  lots  of  conflicts,  which  justifies  the  adaptive 
approach. With the adaptive mechanism disabled, the B+-trees 
have a fixed maximum order of 339. Creating 15,000 files  in 
the same directory causes about 25 % conflicts and forces the 
run-time up to about 791 seconds. In comparison, the adaptive 
mechanism to decrease the B+-tree order reduces the conflict 
rate to below 16 % and the run-time to about 662 seconds.

The second experiment demonstrates the benefit of EFS's 
atomic-append  operation   (see  Figures  6  and  7).  We  have 
compared atomic-append with an implementation of append-at-
least-once. In  both cases, we have appended 10,000 single 4 
KB-blocks to a file. Atomic-append executes more than twice 
as fast  than append-at-least-once. Furthermore,  it  causes  less 
than half the transaction aborts.

VI. RELATED WORK

The  body  of  work  on  distributed  file-systems  is  huge. 
Among the mature and often-used distributed file-systems are 
NFS  [11],  AFS  [12] and CODA  [13].  These distributed file 
systems have been designed for general-purpose file-serving in 
LANs.  Storing all  name information and file data at  central 
servers limits NFS's scalability.  CODA and AFS improve on 
NFS  by  supporting  replicated  servers  and  fault-tolerance. 
POSIX-compliant  implementations  of  these  distributed  file 
systems are available for many operating systems. Compared to 
these file-systems, EFS aims at adaptive operation, depending 
on imposed workload, and better scalability by decentralizing 
storage and meta-data.

Some  POSIX-compliant  distributed  file-systems  target 
higher scalability and reliability than the previously mentioned 
systems.  IBM's  distributed  zFS  file-system  is  based  on  a 
cooperative  cache  and  distributed  transactions  [14].  The 
cooperative cache is a distributed data store,  which avoids a 
centralized storage server much like ECRAM. The distributed 
transactions in zFS are more similar to data-base transactions 
than  the  DTM  transactions  in  ECRAM.  XtreemFS  is  a 
distributed and  replicated  file  system that  aims at  wide-area 
setups in  the  Internet  [9].  To  tolerate  high  communication 
latencies,  XtreemFS  supports  file  striping and  read-only 
replication.  It  uses  a  dedicated  meta-data  server  running  a 
special key-value data-base,  whereas EFS stores all data and 
meta-data in distributed storage.



Figure 4: Conflict rate for parallel file creation

Figure 5: Latency of parallel file creation

Figure 6: Performance of atomic-append versus 
append-at-least-once

Figure 7: Number of transactions, atomic-append 
versus append-at-least-once

The file-access  characteristics  and scalability demands of 
large-scale data-processing applications prompt for distributed 
parallel  fault-tolerant  file-systems,  which  are  highly scalable 
and resilient to server failures. The most popular parallel file-
systems today are  Google  file-system (GFS) [1] and its open-
source  clone  HDFS  [2],  which  have  been  described  above. 
While these systems also support integration into conventional 
operating  system  APIs,  they  come  with  additional  features 
which necessitate special APIs. An example for such a feature 
is  GFS's  append-at-least-once  operation,  which  we  have 
described above.

Our  EFS  file-system  supports  a  comparable  append 
operation  which  never  generates  duplicate  regions,  hence 
applications can rely on all file regions to be defined, without 
the  need  for  further  coherence  checks.  GFS  guarantees 
atomicity  of  name-space  modifications  by  having  a  central 
server, whereas EFS places directory structures in distributed 
memory and uses DTM to achieve atomic modifications.

Several  optimizations for B+-trees have been proposed to 
speed  up  operations.  Rebalancing and  linking  have  been 
suggested  to  reduce  locking  during  accesses,  for  example 
sibling pointers  [15]. Wang proposes storing B-trees in multi-
version memory to increase performance and scaling in parallel 
systems [8]. Our tree balancing algorithm applies to the similar 
case  of  B+-trees  on  versioned  DTM,  however  it  adaptively 
manages  trees  by  taking  into  account  the  transaction 
performance.

VII. CONCLUSION

We have  demonstrated the utility  of  flexible and adaptive 
techniques  for  elastic  in-memory  file-systems.  Our 
implementation  shows  that  both  suggested  improvements 
significantly  benefit  performance  and  scalability  of  an 
distributed in-memory file-system.
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