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Abstract. Virtual microscopy is increasingly used for e-learning and
medical online exams at universities. Traditional client-server systems
support up to a few hundred of users accessing more than 10.000 large
microscopic images (each several Gigabyte) and each being able to make
interactive annotations. We have developed the first peer-to-peer based
solution bringing virtual microscopy to an Internet-scale community.
We address data distribution and replication by a novel overlay called
Omentum, which is based on a random-graph architecture. Omentum
uses a lightweight messaging service for peer communication and sup-
ports traffic-free routing-path calculation. Based on the directed random
graph the system achieves path compression by walking along inbound
links during the actual routing phase. The evaluation shows the efficiency
and scalability of the Omentum overlay network, its replication strategy
and an administrative communication overhead for creating new replicas
around 0.06%.

1 Introduction

A virtual microscope is in general referred to as an application for exploring
digitalized, high-resolution microscopic images. These whole slide images (WSI)
are commonly several Gigabytes in size and contained in proprietary image con-
tainers [8]. In the past decade several supplements were contributed to enhance
the capabilities of many virtual microscopes as compared to standard light mi-
croscopes, such as textual or drawn annotations.

For the presented application “Omentum”, the proprietary image containers
have been converted into JPEG images and have been reorganized to a pyramid-
like structure. Each image has a fixed size and represents a distinct part, a tile,
of the original slide. As different magnification levels are available in most WSI,
each layer in the JPEG pyramid contains the same tiles with a lower resolution
compared to the layer below [7].

The WSI conversion allows reproducible partitioning for easier distribution.
As an additional benefit, Omentum does not depend on any proprietary format
and can be easily extended to a diversity of data types, e.g. different scanner
manufacturers or DICOM3 datasets to include further areas of medical images.
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Fig. 1. Simplified node distribution in the Omentum overlay.

Omentum exists as an implementation in Java and is used for medical educa-
tion. Although, it is not designed as a licenced medical application to constitute
professional consultation on medical images of individual users. It is a distributed
approach to browsing and annotating a high quantity of high-resolution WSI
with an Internet-scale community. Therefore, we restricted the storing of new
images in the network to only specific peers at numerous medical faculties. Nev-
ertheless, publishing user-generated content, e.g. links and annotations, is not
limited in any way.

We conclude that the number of available slides does not change as frequently
as new annotations are created due to the relatively small number of peers
allowed to contribute new images. An essential cornerstone of our overlay is thus
the prompt communication of any updates to the list of slides to any connected
node. Apart from that, updates to annotations are forwarded to responsible
replica holders only, and queried via searches.

The overlay network presented in the next section uses two pseudo random
number generators for construction and is mainly inspired by PathFinder [4]. It
features a novel replication model using automatic load balancing based on peer
performance monitoring. An additional challenge is the distributed storage and
replication of interactively generated annotations.

2 Omentum: overlay architecture

Omentum’s overlay connects different data partitions, which represent virtual
nodes hosted by one or more peers (see Fig. 1).

Therefore, two pseudo random number generators (PRNG) are used to create
its random-graph-based overlay. The first PRNG generates a Poisson-distributed
number of neighbors that a new node receives. The second PRNG, seeded with
the node’s ID, generates the IDs of its neighbors.



The number of neighbors and their ID depend on the total number of virtual
nodes present in the system. Referring back to the low-latency communication
mentioned before, each peer knows about the latest metadata (update) of each
available slide. Hence, as virtual nodes represent partitions of the pre-computed
slides, the maximum number of available virtual nodes can be computed locally
by each peer.

Choosing a proper expectancy value for the size of the neighborhood is as
important as limiting the degree of each node. Both values have a strong influ-
ence on the number of edges in the random graph but do not increase routing
performance after a certain point (ref. Section 4).

Partitioning the WSI increases the number of objects that have to be stored
and replicated in the system. Moreover, it should decrease the overall load on
each peer serving a particular partition, as the amount of data is significantly
lower compared to a whole slide.

Any client needs to be able to calculate the number of partitions each slide
has. This is addressed by determining T0 as the number of tiles in the most
magnified layer from the slides’ width w and height h, as well as the known
dimension of each tile.
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The maximum number of partitions Π can be calculated as the quotient of T0
and n0, the maximum number of tiles in the deepest layer each partition is
responsible for. To simplify computation, n0 should be a power of 2.
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The number of tiles a partition has in the most magnified layer is given by Eq. 3.
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The total number of tiles in any partition can be aggregated by Eq. 4 as the
number of virtual zoom levels z is known from the WSI generation process.
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From this, the starting tile TS in any partition Pk with k ε Π can be calculated
by Eq. 5.

TS(Pk) = ((k ·
√
n0)÷ w0) · h0 + ((k ·

√
n0) modw0) (5)

After enabling each peer to obtain the number of partitions in any slide and
its starting tile, slides can be split to be distributed on a fine grained level.

Additionally, with the rounding in Eq. 3, the upper most layers are most
frequently distributed. In particular, this process is beneficial for effective pre-
view caching, as the images of the pyramid’s upper layers are requested most



(a) Path calculation (b) Routing phase using compression

Fig. 2. Visualization of routing calculation between virtual nodes 1 and 5.

commonly. We were able to validate this type of behavior based on recorded
data of a sample of more than 400 real users in classroom. Almost every partici-
pant used a low magnification of the WSI to gain an overview of a slide prior to
view the slide at maximum magnification for a detailed impression of potentially
interesting parts.

With the approach presented before, nodes are able to calculate the ID of
a specific partition Pk containing a requested tile. This is done by summing up
the number of partitions for all slides with a lower ID than the requested one.
Afterwards, the partition of the tile within the requested slide is calculated and
added to the previously calculated sum. This leads to the ID of the virtual node
responsible for the requested tile.

Virtual nodes maintain a list of their neighbors, including inbound and out-
bound links. This is necessary to implement path compression during the routing
phase (ref. Section 2.1).

Importantly, all servers (for instance from different universities) are continu-
ously connected to the network and are responsible for creating the initial overlay
whilst no other peers are connected. The servers are connected to each other in a
separate neighborhood. This allows fast propagation of new slide insertions and
a consistent level of information for the overlay creation phase.

2.1 Routing

The virtual node responsible for the requested data has to be determined. All
routing information can be computed without any network traffic. Therefore, a
PRNG is seeded with the ID of this target node to calculate its neighbors. The
same is done with a second PRNG seeded with the ID of the starting node. The
calculation of the routing path is done by increasing the search distance for each
virtual node and calculating their neighbors respectively (see Algorithm 1).

Figure 2a shows an example for routing from node v1 to node v5 using the
previously given node distribution.



Algorithm 1 Route calculation algorithm

s : starting vNodeID
d : destination vNodeID
way ← {}
searchDirection← right
procedure CalculatePath(s, d, way, searchDirection)

if searchDirection = right then
searchDirection← left
way.add(s)
if Neighbors(s) ∩ (Neighbors(d) ∪ {d}) = ∅ then

for all n ∈ Neighbors(s) :6 ∃n ∈ way do
return CalculatePath(n, d, way, searchDirection)

end for
else

return way
end if

else
process the other direction accordingly

end if
end procedure

As the random graph is directed, only outbound edges can be calculated by
the algorithm. After the second routing step in the given example, node v3 is
found as the connecting node between v1 and v5.

After the calculation, the actual routing phase starts. In this phase v1 takes
the routing list containing the nodes v2, v3, v4 and v5 and checks his inbound
links for possible path compressions starting at the end of the list. As v3 has
an inbound edge on v1, the beginning of the list is truncated and given to v3,
containing v4 and v5 only. Node v3 executes the same algorithm now and routes
to v5 directly, due to an existing outbound link. Instead of using the calculated
path with length 4 via v2, v3 and v4 to v5, the routing is done directly via v3 to
v5 with a length of 2 (see Fig. 2b).

The ability to compress a path during the actual routing phase reduces the
average path length between nodes. Its efficiency mainly depends on the degree
of the virtual nodes. An additional aspect is, that each peer may be responsible
for more than one virtual node. In this case, the routing calculation is executed
using multiple starting points.

As each peer keeps track of the routing information to nodes he contacted at
least once, the speed of consecutive calculations can be increased significantly.

Retrieving tiles from computable partitions is executed like a data lookup in
a DHT with a hash function referencing the connection between slide, partitions
and tiles. As user-generated content always is associated to a slide, the retrieval
of annotations can be achieved relying on the same routing information.

The annotations are connected to a separate partition associated to each
slide. This limits the number of hosts to query for user generated content, thus
enabling fast exhaustive searches.



3 Replication

The overlay has to handle different types of data, which can be divided into two
categories. The first category contains static objects, representing all tiles, parti-
tions and slides. The second category contains dynamic objects, that are subject
to frequent changes and represents any kind of user-generated annotations. Both
categories need their own algorithms.

In general, static objects do not change but can be removed from the system.
Their replicas need to be handled accordingly. This class of objects represents
the images and constitute the largest amount of traffic in the network.

Dynamic objects have to be considered separately regarding replication. They
are divided into four distinct classes: instant, temporary, managed and persistent.

Objects classified as instant have a very short lifetime and are neither repli-
cated nor updated. Typical examples of this class include queries and heartbeats.

Members in the class of temporary objects may have a longer but still finite
lifetime and may be replicated, but the replicas will not be maintained and
therefore fade over time. Examples include requests for assistance triggered by
poor node performance and context updates of other users observing the same
area.

Managed objects are strongly connected to the creating node. They are not
replicated and have to disappear in case the connected node leaves the network.
The list of connected nodes or neighbors are typical examples for this class.

Objects are classified as persistent if they need to be available even after the
creating host leaves the network. To ensure this, a distinct number of replicas
has to be maintained for each object. Any published annotation generated by
users belongs to this group.

As annotations are stored in a separate partition for each slide, the replication
is similar to static objects. Nevertheless, their updates are still more expensive
regarding traffic, as the updated information has to be distributed among the
responsible replicas. This does not constitute much traffic compared to the static
image objects, as annotation are internally represented as compressed Strings
and not graphical objects.

3.1 Replicas as Virtual Neighborhoods

A virtual node represents a single data partition. It is a physically not existing
construct of a group of replicas hosted on multiple peers. All replicas for a
virtual node are connected to each other in a separate virtual neighborhood. In
this neighborhood information about the individual performance of each peer
is shared. Performance parameters of each peer are aggregated by fuzzy logic
to create an indicator, which reflects usage of hardware resources as well as the
available bandwidth. This value is appended as a single byte to most messages
transmitted between communicating replicas.

The neighborhood is organized as a list that each peer maintains. The list
is sorted by intent, as the oldest replica is the first entry. The administrative
overhead to manage these list on involved peers includes inserts and removals



of replicas. As these peers communicate on a regular basis, node failures can be
discovered and handled quickly by adapting the neighborhood list.

Any new replica is added to the end of the list. This enables each peer to
compute the number of active replicas simply by querying the size of this list.

Only the last replica in this list may ask for leaving the virtual neighborhood.
This decreases the administrative overhead for avoiding multiple simultaneous
leaves triggered by high performance of the virtual node (ref. Section 3.3).

During a recovery from node churn, re-joining nodes are explicitly allowed to
resume their position in the network. Therefore, they try to connect to previously
known virtual nodes and re-join their virtual neighborhood. If the appropriate
replicas are unavailable, normal joining occurs. After this, the new peers, respon-
sible for the previously shared virtual node, are informed, that a replica can be
resumed.

3.2 Creating Replicas

New replicas are created dynamically according to the rules described below.
The most obvious reason is undercutting the minimal quantity of copies for a
virtual node. In this case, the last node in the replica neighborhood starts the
creation process for a new replica.

Additionally, the performance of a virtual node can be considered as a reason
to create new replicas despite the number of already existing copies. Therefore,
a virtual neighborhood of replica holders can decide to ask for another host
replicating their data. As each peer hosting a virtual node keeps track of the
replicas, the performance indicators of all replicas are known. The performance
indicator enables any peer in his virtual neighborhood to delegate requests to
more performant peers. In case that any replica is already at or above its defined
load threshold, the last peer in the neighborhood can start the creation process
for a new replica.

Delegating this task to only a single peer removes the overhead in timely
coordination of replica creation requests. In case the last node can no longer
accomplish this task, e.g. due to heavy load or even failure, this task is assigned
to the next peer in the list.

The peer than informs the neighborhood about starting its search for a new
peer.

Omentum allows several implementations of node selection strategies. For
example preferring performant nodes. Therefore, peers can create a temporary
request, which lives for a designated number of hops. Any receiving peer may
answer to this request and the most performant one is chosen by the initiating
peer.
Other strategies are possible as well. For stronger randomness, nodes can be
selected by random walks in the overlay graph. As the random walk leads only
to another virtual host, its replicas have to be queried to take over the additional
data.
Additionally, Geo-location algorithms can be used to decrease the overall number
of hops.



After a responsible peer has found a potential new replica location, the joining
data is transferred. This data consists of the replica list and a list of files forming
the virtual node. With this list, the joining peer contacts any existing replica in
the neighborhood and requests the node’s content from multiple sources.

Replicas can be resumed, e.g. after node churns or intentional leaves. Solely
data for different or missing checksums are transmitted.

3.3 Removing Replicas

To dissolve a replica, two criteria have to be matched. At first, the performance
of a virtual node, meaning the average performance of its replica holders, has to
be high enough. Additionally, the minimum quantity of available replicas has to
be exceeded. Therefore, the last replica in the neighborhood periodically checks
its performance values and the list of active replicas. To prevent unintended
removals due to temporary performance peaks, a dissolving peers has to wait
for an adjustable period time before leaving the neighborhood. The shorter this
period is, the faster the system reorganizes itself and the more affectable it is to
avoidable copy operations.

Prior to leaving, the replica has to inform his neighborhood about the re-
moval. Each replica than removes the dissolved peer from the list of replicas and
recalculates the virtual node’s performance index.

In case a peer simply leaves the network and the performance of the neigh-
borhood undercuts a given performance or quantity threshold, a new replica has
to be created.

4 Evaluation

The simulation compares Omentum’s overlay for different network sizes, ranging
from 10K to 10 million nodes. The simulations were performed on a Intel R©Quad-
Core i7 with 16 GB RAM. Due to seeded PRNGs any result is reproducible and
does not depend on hardware specifications.

The number of edges in the random graph has a strong influence on the re-
silience in case of node churn, but increases the administration complexity for
each node. At some point the beneficial aspects (connectivity and path compres-
sion) no longer exceeds the administration Overhead (see Fig. 3). Therefore, we
limited the maximal expectancy value for a node’s degree to 20. This provides
sufficient flexibility for node connection in different overlays sizes and limits ad-
ministration overhead in very large overlays.

The distribution of edges in the overlay after limiting the expectancy value
for any nodes interconnection is shown in Figure 4.

Reducing the actual routing path during the routing phase is a two-step
process and provides a significant optimization on the number of hops needed
for a specific path. At first, the inbound links are considered as shortcuts to
later notes in the routing list. The compression achieved depends on the size of
the overlay (see Fig. 5). As only five percent of randomly chosen node pairs are



Table 1. Omentum’s administrative overhead for a network with 10 million virtual
nodes, 2 million peers and an average partition size of 307.2 MiB.

Message Traffic (MiB) Payload (%) Overhead (%)

VNodeJoinRequest 460 0.243%

VNodeJoinAccept 460 0.243%

PeerJoinRequest 76 0.040%

PeerJoinAccept 100 0.053%

PeerDataRequest 86,016 45.388%

PeerDataTransmit 307,200,000 100.000% 54.033%

Summary 307,389,512 99.938% 0.062%

examined, effective path compression drops with increasing the number of nodes
in the overlay.

Secondly, any routing information gained during consecutive routing opera-
tions is cached for a configurable number of nodes (currently 5.000) to increase
shorten paths in future calculations.

Regarding the administrative overhead, Omentum’s overlay proves to be very
effective. Table 1 shows an in-depth analysis of the traffic distribution for creating
an equally distributed and equally filled overlay with 10 million virtual nodes
and 2 million participating peers. The average partition size is around 300 MiB.

5 Related Work

There are numerous solutions for virtual microscopy [5], [6], [10], [12], but only a
few of them allow the simultaneous examination of multiple slides [11]. Although
most solutions features an implementation relying on web deployment, we stick
to a platform independent application as this allows the usage of peer-to-peer
technology.

The variety of existing structured and unstructured overlays for peer-to-peer
systems is overwhelming [1], [2], [3], [9], [13], [16], but none has been used for
virtual microscopy. The difficulty for Omentum was that DHT-like functionality
was needed to easily retrieve requested image parts while providing exhaustive
searches for user generated annotations that may contain free text. The develop-
ment of Omentum has been mainly inspired by PathFinder [4] and BubbleStorm
[15] as they use a random-graph based overlay allowing traffic-less calculation
of routing paths. In contrast to PathFinder, that replicates random objects on
newly joining nodes or replicates new objects to random nodes, we developed a
novel, application-suitable replication strategy that allows load balancing based
on individual peer performance. This performance respects computation power
as well as the available bandwidth, whilst achieving an adjustable number of
replicas. The optimized exhaustive search in Omentum’s overlay reduces the
number of nodes to query and therefore completely avoids the BubbleCast-
Algorithm [14] used in PathFinder.



(a) Path length (b) Outbound links

Fig. 3. Dependency of edge distribution on the expectancy value for the node degree.

(a) Edge Development (b) Edge Distribution

Fig. 4. Development and distribution of edges in networks of various sizes.

(a) Compression Range (b) Compression Distribution

Fig. 5. Impact of path compression on various network sizes.



6 Conclusion

We presented the peer-to-peer application Omentum, which uses a random-
graph-based overlay to implement a distributed virtual microscope (VM) ac-
cessible by an Internet-scale community. The overlays architecture was preferred
over a DHT implementation because of the traffic-less routing path calculation
and the very efficient exhaustive search. An interactive VM used to access tens
of thousands of high-resolution microscopic images and their numerous annota-
tions generates a significant amount of traffic on a university’s infrastructure.
The growing user base with a strong need for off-campus teaching initiated the
development of a distributed approach.

The main contribution of this paper is the novel replication strategy. It fea-
tures load balancing as well as replication based on adjustable node performance
and data quantity thresholds. Both parameters are crucial for the demonstrated
application case and made it mandatory to implement a new replication strat-
egy. The administrative overhead for maintaining the random graph as well as
the replicas is very low, compared to the transmitted data. Furthermore, Omen-
tum avails traffic-less routing calculation, which can be computed using parallel
algorithms. This is especially useful for data retrieval from multiple sources.

Future work includes optimizing strategies for the routing phase to decrease
the average path length. Additionally, we plan to study advanced peer selec-
tion strategies during the creation of new replicas. This includes the reduction
of physical hops between peers and a probably increased bandwidth between
connected replicas.
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