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Abstract. Virtual microscopy is an evolving medical application used for 
teaching and learning at universities. We have developed a peer-to-peer based 
solution called Omentum, aiming at bringing virtual microscopy to an Internet-
scale community. Omentum has to manage more than 10,000 large proprietary 
microscopic images that are converted to easily dividable JPEG-trees, each 
consisting of millions of very small-scaled image parts. In this paper we 
propose a portable and platform independent user space file system (USPFS) 
for addressing the application-specific access patterns, security concerns, and 
data integrity. USPFS is able to efficiently manage huge capacities (roughly 9 · 
1018 slices with 9,000 Petabytes each) with a theoretically infinite number of 
storable objects while providing highly important platform independency, data 
integrity checks as well as an easily extendable API. The evident metadata 
overhead is only 0.3% and the performance evaluation shows promising results 
for both read and write operations. 
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Introduction 

According to Rojo et. al. a virtual microscope is a concept that “includes different 
aspects [. . . ] spanning from image acquisition to visualization systems” [10]. In the 
past decade different use cases with a CD-ROM-based image distribution emerged 
[2], nowadays a client-server architecture [5] is most commonly seen. Usually, the 
digitalized slides used in a virtual microscope are several gigabytes in size, but to 
constitute as a fully equivalent substitute for a traditional histology class, several 
hundreds or ideally thousands of images are needed. 

The distributed virtual microscope Omentum is our approach to apply current peer-
to-peer research results to this application domain [6]. In its design the virtual slides 
have to be distributed, which leads to many peer-to-peer participants providing 
different image parts. In general, these image parts consist of different files stored 
somewhere on a peers’ local hard drives. 

Without knowledge of the underlying operating system on these devices, it is 
nearly impossible to rely on data security features provided by the operating system.  
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Furthermore, it can also not be ensured that every peer uses the same file system. 
Hence, basic data integrity checks cannot be used because they may simply be 
unavailable on some file systems. However, data integrity checks are essential, 
because an intentional or even accidental data corruption needs to be detected due to 
replication algorithms that may otherwise override correct data on other peers, too. 

We address these challenges by presenting a novel platform-independent and 
adaptable file system that is capable of handling a tremendous amount of storing 
space (roughly 9 · 1018 slices with 9K Petabytes each) and theoretically infinite 
storable objects. 

User Space File System 

The file system itself needs to be supported by many desktop operating systems. The 
User Space File System (USPFS) is an abstract design for a hierarchical file system 
and was developed while focusing on data integrity, portability and the need to handle 
a huge number of storable files. 

A file system usually uses a designated partition or volume, exclusively reserved 
on some kind of physical storage container for its organization. This leads to a simple 
physical limitation, as a file system cannot occupy more blocks than provided by its 
container. Some file systems rely on a volume manager to combine different 
containers and present it as a single addressable space to the accessing operating 
system [3]. Likewise USPFS should not be limited and hereby requires a distinct 
managing level for supporting multiple data storage containers of various types. 

To ensure portability to most desktop platforms, USPFS’s data is stored in files on 
any available file system hosted by the operating system – like HDFS [11]. 

As storing many small files is necessary in Omentum in the first place, USPFS’ 
main goal is to support a large number of stored objects. Therefore, within USPFS, 
addressing data is handled in two steps. At first, a position in the volume is described 
by its slice index and then by its byte position in the selected slice. Each of these two 
indices is stored in a 64-bit wide variable. Although this limits the capacity of a single 
slice to 263 bytes (roughly 9K petabytes) addressable space including metadata, the 
possibilities with 263 (roughly 9 · 1018) slices are sufficient for Omentum and surely 
for many other applications. 

In this context, the number of files in a single directory and in the entire file system 
has to be considered: In Omentum up to 0.3 million files per virtual slide have to be 
handled (see Fig. 1(a)) with small images being in the focus of interest (see Fig. 1(b)). 
Even with only a few thousand slides, it implies the necessity of storing several 
billion files. As USPFS does not make use of fixed index structures, there is 
practically no limit to the number of objects stored in the file system. 
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(a) A small database (b) A single dataset

Fig. 1. Distribution of files and their sizes in Omentum’s datasets.

volume. By splitting up the volume’s data into slices, the user can store the
slices on di↵erent partitions or physical hard drives, thus not being limited to
the boundaries or capacity of a single host file system.

The superblock identifies the file system instance as well as the actual vol-
umes storing the data. It stores the USPFS version used for this instance, the
name of the volume, the block size, a pointer to the root Inode as well as infor-
mation about the memory manager and filters chosen on creation. The volume
information covers the slice index and the maximum size of each slice.

A separatememory manager takes care of managing free and allocated blocks
of memory, as USPFS has no fixed space in the file system where information
about block occupation is stored. This removes limits introduced by other file
systems like the EXT family [4], which reserve a partition of memory at the
beginning of the volume’s address space for this purpose. The manager writes
its data to a separate file, which is not part of the slices. Depending on the spe-
cific use case, it is possible to implement a highly customized memory manager
and choose it upon volume creation. This can be very useful to optimize the
performance of the file system and the space the memory manager uses.

An IO subsystem, which can connect to di↵erent underlying sources to read
from and/or targets to write to, provides access to the volume. The default
source is a normal file hosted on a file system the user can access via the host
operating system. By providing a customizable API, the user can extend this
feature with his own implementations like accessing data via a network socket.
Furthermore, the data stream that is read from the source and written back to
it, can be piped through filters, which can be activated upon volume creation,
like e.g. known from FUSE [12].

Here, a filter describes a set of two functions which modify the data stream
used for reading and writing. Multiple filters can be concatenated for altering
data. These filters may be activated upon creation of a new volume. They typ-
ically provide functions like data compression or encryption depending on their
implementation.
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A single instance of USPFS consists of a superblock, a memory manager and a 
number of slices stored as separate files. These files form the complete USPFS 
volume. By splitting up the volume’s data into slices, the user can store them on 
different partitions or physical hard drives, thus not being limited to the boundaries or 
capacity of a single host file system. 

The superblock identifies the file system instance as well as the actual volumes 
storing the data. It stores the USPFS version used for this instance, the name of the 
volume, the block size, a pointer to the root Inode as well as information about the 
memory manager and filters chosen on creation. The volume information covers the 
slice index and the maximum size of each slice. 

A separate memory manager takes care of managing free and allocated blocks of 
memory and hereby replaces fixed structures within the volume for block occupation. 
This removes limits introduced by other file systems like the EXT family [4], which 
reserve a partition of memory at the beginning of the volume’s address space for this 
purpose. The manager writes its data to a separate file, which is not part of the slices. 
Depending on the specific use case, it is possible to implement a highly customized 
memory manager and choose it upon volume creation. This can be very useful to 
optimize the performance of the file system and the space the memory manager uses. 

An IO subsystem, which can connect to different underlying sources to read from 
and/or targets to write to, provides access to the volume. The default source is a 
normal file hosted on a file system the user can access via the host operating system. 
By providing a customizable API, the user can extend this feature with his own 
implementations like accessing data via a network socket. Furthermore, the data 
stream that is read from the source and written back to it, can be piped through filters, 
which can be activated upon volume creation, like e.g. known from FUSE [12]. 

Here, a filter describes a set of two functions, which modify the data stream used 
for reading and writing. Multiple filters can be concatenated for altering data. These 
filters may be activated upon creation of a new volume. They typically provide 
functions like data compression or encryption depending on their implementation. In 
order to provide better consistency checks for stored data, the user can enable a 
checksum algorithm upon volume creation. The calculated checksum is stored in the 
file’s metadata and is verified on file access. 
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Metadata Structures 

All data is organized in blocks of the size described within the superblock (a multiple 
of 512 bytes per block), depending on the used memory manager. Thus, the memory 
management is simplified, streamlined and made more efficient. 

The Inode indexes each file or every part of it and stores any information regarding 
a single file. It provides the file type (normal file, directory, symbolic link), user-
defined flags, last access and modification date, any access flags, ID for owner and 
group, file name, total size and checksum of the file, like POSIX. It also stores direct 
pointers for up to four fragments for fast access (see Fig. 2), like extents in EXT4 [7]. 

Fig. 2. Simplified example for three possible layouts of metadata and data of a single
file within a slice.

In order to provide better consistency checks for stored data, the user can
enable a checksum algorithm upon volume creation. The calculated checksum is
stored in the file’s metadata and is verified on any read access.

2.1 Metadata Structures

All data is organized in blocks of the size described within the superblock (a
multiple of 512 bytes per block), depending on the used memory manager. Thus,
the memory management is simplified, streamlined and made more e�cient.

The Inode indexes each file or every part of it and stores any information
regarding a single file. It provides the file type (normal file, directory, symbolic
link), user-defined flags, last access and modification date, any access flags, ID
for owner and group, file name, total size and checksum of the file, like POSIX.
It also stores direct pointers for up to four fragments for fast access (see Fig. 2),
like extents in EXT4 [7].

A fragment describes one block of memory in the file system with a length
of an integral multiple of the set block size. With the actual memory layout
of the file system, the data can be stored in only one fragment during a single
write operation regardless of its length. Having a file stored like that, it enables
consecutive reads and writes on it, which increases the speed of these opera-
tions. Given a bigger file’s fragmentation, another pointer in the Inode structure
references another Fnode.

Each Fnode further stores more pointers to fragments making them indirect
references. Multiple Fnodes are double linked, forming a chain of Fnodes with
the first one being referred to by the Inode. Organized like this, the maximum
numbers of fragments for a single file is theoretically unlimited. This results in
a maximum file size, including the file’s metadata, of nearly the total size of the
volume.

2.2 Implementation JUSPFS

Java was chosen as the programming language for the implementation to match
the key point of portability avoiding to re-compile the code on every platform.
Additionally, regarding the Omentum project that is likewise written in Java,
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within a slice. 

A fragment describes one block of memory in the file system with a length of an 
integral multiple of the set block size. With the actual memory layout of the file 
system, the data can be stored in only one fragment during a single write operation 
regardless of its length. This enables consecutive reads and writes on it, which 
increases the speed of these operations. Given a bigger file’s fragmentation, another 
pointer in the Inode structure references another Fnode. 

Each Fnode further stores pointers to additional fragments making them indirect 
references. Multiple Fnodes are double linked, forming a chain of Fnodes with the 
first one being referred to by the Inode. Organized like this, the maximum numbers of 
fragments for a single file is theoretically unlimited. This results in a maximum file 
size, including the file’s metadata, of nearly the total size of the volume. 

Implementation 

Java was chosen as the programming language for the implementation to match the 
key point of portability avoiding to re-compile the code on every platform. 
Additionally, regarding the Omentum project that is likewise written in Java, this 
eased the process of integration. Nevertheless, it is possible to use any other language 
to implement the specification on other platforms. 

The implementation uses only classes from the native Java packages java.io, 
java.nio and java.util and does not have any other external dependencies. The 
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organisation and interaction between the key components is visualized in Figure 3 and 
will be referred to by selected components. 

The interface IODataStream has to be implemented, depending on the source to 
read/write data from/to, to provide access to any kind of data. The implementation 
IODataStreamFile utilizes Java’s RandomAccessFile for plain file access. 
IODataStream can be implemented in a different fashion to allow reading from 
different sources like a network socket or other non file like locations. 

Every metadata structure (superblock, Inode, Fnode) is represented by its own 
class. These classes need to be serialized and de-serialized to read them from or write 
them back to an IODataStream source. 

The (abstract) File, as seen in Figure 3, is part of the core of JUSPFS. Most of the 
file system’s logic is handled in that class. This includes managing metadata for a 
single file, interaction with the memory manager for freeing and allocating memory 
related to any operations affecting memory, reading existing metadata/data from and 
writing back newly created metadata and data back to the volume. The File class takes 
care of automatically extending metadata if the file is forced to be split into fragments 
due to memory layout on the volume. The result is a generic interface to write any 
kind of file type to the volume. 

The class FileHandle is the actual implementation of a normal binary file for 
JUSPFS, though it isn’t too different from the abstract File. JUSPFS is designed as a 
hierarchical file system, thus it needs an implementation of a directory. 
DirectoryHandle implements a directory utilizing a hash map for storing its entries. 
Using the standard hash map implementation of Java allows storing 231 (roughly 2 
billion) entries in each directory. 

The file system is easily extendable and a user can implement custom handles for 
any required use case. 
 

Fig. 3. Organisation and interaction of the key components of the JUSPFS implemen-
tation

this eased the process of integration. Nevertheless, it is possible to use any other
platform independent language.

The implementation uses only classes from the native Java packages java.io,
java.nio and java.util and does not have any other external dependencies. The
organisation and interaction between the key components is visualized in Figure
3 and will be referred to by selected components.

The interface IODataStream has to be implemented, depending on the source
to read/write data from/to, to provide access to any kind of data. The implemen-
tation IODataStreamFile utilizes Java’s RandomAccessFile for plain file access.
IODataStream can be implemented in a di↵erent fashion to allow reading from
di↵erent sources like a network socket or encrypted locations.

Every metadata structure (superblock, Inode, Fnode) is represented by its
own class. These classes need to be serialized and de-serialized to read them from
or write them back to an IODataStream source.

The (abstract) File, as seen in Figure 3, is part of the core of JUSPFS.
Most of the file system’s logic is handled in that class. This includes managing
metadata for a single file, interaction with the memory manager for freeing and
allocating memory related to any operations a↵ecting memory, reading existing
metadata/data from and writing back newly created metadata and data back
to the volume. The File class takes care of automatically extending metadata if
the file is forced to be split into fragments due to memory layout on the volume.
The result is a generic interface to write any kind of file type to the volume.

The class FileHandle is the actual implementation of a normal binary file for
JUSPFS, though it isn’t too di↵erent from the abstract File. JUSPFS is designed
as a hierarchical file system, thus it needs an implementation of a directory.
DirectoryHandle implements a directory utilizing a hash map for storing its
entries. Using the standard hash map implementation of Java allows storing 231

(roughly 2 billion) entries in each directory.

The file system is easily extendable and a user can implement custom handles
for any required use case.

 

Fig. 3. Organization and interaction of the key components of the JUSPFS implementation. 
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Evaluation 

Especially for file systems, it is important to evaluate not only the speed of reading 
and writing, which will be presented later in this section, but also the efficiency for 
storing the data regarding the ratio of metadata to payload. 

A typical dataset from Omentum is used to evaluate the performance of JUSPFS. 
The metadata size of the entries is not an issue if seen in relation to the amount of 
files being stored in a folder. The dataset contains 98,170 files and has a total payload 
of 3,111,791,334 bytes. The distribution of files within the dataset is equivalent to 
Fig. 1(a) with a minimum of 289 bytes, an average of 31,698 bytes and maximum of 
86,751 bytes. 

The total amount of metadata necessary is around 7 MB only. The information 
from the memory manager for the volume is added with around 4 MB resulting in a 
total metadata-to-payload-ratio of 0.3%. 

The writing performance was measured to ensure that the speed does not change 
with the increasing filling state of the volume. All tests were executed on a clean 
system running the OS and our application only. Despite of this, Figure 4(a) shows 
some nearly equidistant peaks that are obviously related to operating system specific 
task scheduling during the tests. These peaks can be observed on any platform 
regardless of the used file system but may vary in distance. The overall average 
writing speed per byte in JUSPFS is 16ns resulting in an average writing performance 
of 59.60 MB/s. 

 To ensure constant reading performance, we executed a series of tests that 
randomly read files from a previously filled file system at various lengths and 
positions in the file system. A worst-case scenario where we do not profit from read 
caching at all, would result in an average reading speed of 15.41 MB/s. Although, this 
may seem very low, the required speed for a single node to serve 20 hosts requesting  

data is around 6 MB/s. This value has been gained from ongoing tests throughout 
more than a year. The replication strategy tries to level incoming requests and in case 
too much traffic is created on a single node, the data is replicated once more to 
distribute the load. Using typical data-request patterns, which involves read caching 
due to multiple requests of the same file, the average reading speed is 1ns, leaving an 
average reading throughput of 953 MB/s (see Fig. 4(b)). 

Caching has a strong influence on the result of the reading and writing tests and 
this leads to the question of comparability of results under various operating system 
and file system combinations. We executed a number of tests using three different 
operating systems with OS-specific file systems. As these tests did not show platform-
specific Java differences, we executed another one that uses the same file system 
(FAT32) on different operating systems. The results, normalized by the highest 
performance, are presented in Table 1. Optimal performance was achieved using 
Linux with EXT4, whereas the Windows and NTFS combination performed worst. 
The differences in performance can be explained by the fact that the operating 
systems and file systems natively support a different number of security features (e.g. 
user access control, group flags and logging), which are activated by default. For 
comparison, we did not take any measures to optimize the performance of any used 
file system. 
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(a) Writing performance for many files
regarding the filling state of a JUSPFS
volume.

(b) Reading performance for a series of
random reads with and without caching.

Fig. 4. Performance evaluation for writing and reading files from JUSPFS regarding
the volume’s filling state and caching.

2.3 Evaluation

Especially for file systems, it is important to evaluate not only the speed of
reading and writing, which will be presented later in this section, but also the
e�ciency for storing the data regarding the ratio of metadata to payload.

A typical dataset from Omentum is used to evaluate the performance of
JUSPFS. The metadata size of the entries is not an issue if seen in relation to
the amount of files being stored in a folder. The dataset contains 98, 170 files
and has a total payload of 3, 111, 791, 334 bytes. The distribution of files within
the dataset is equivalent to Fig. 1(a) with a minimum of 289 bytes, an average
of 31, 698 bytes and maximum of 86, 751 bytes.

The total amount of metadata necessary is around 7 MB only. The infor-
mation from the memory manager for the volume is added with around 4 MB
resulting in a total metadata-to-payload-ratio of 0.3%.

The writing performance was measured to ensure that the speed does not
change with the increasing filling state of the volume. All tests were executed on
a clean system running the OS and our application only. Despite of this, Figure
4(a) shows some nearly equidistant peaks that are obviously related to operating
system specific task scheduling during the tests. These peaks can be observed
on any platform regardless of the used file system but may vary in distance. The
overall average writing speed per byte in JUSPFS is 16ns resulting in an average
writing performance of 59.60 MB/s.

To ensure constant reading performance, we executed a series of tests that
randomly read files from a previously filled file system at various lengths and
positions in the file system. A worst-case scenario where we do not profit from
read caching at all, would result in an average reading speed of 15.41 MB/s.
Although, this may seem very low, the required speed for a single node to serve
20 hosts requesting data is around 6 MB/s. This value has been gained from
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Table 1. Normalized performance results of OS and file system combinations hosting JUSPS, 
with 1.0 indicating best performance. 

Operating System OS File System OS FS FAT 32 
Ubuntu 13.04 ext4 1.00 0.97 
MacOS 10.7.5 MacOS Extended (Journaled) 0.88 0.84 
Microsoft Windows 7 NTFS 0.54 0.76 

Related Work 

Portable file systems are well known and have already been presented some time ago, 
whereas portable does not necessarily mean that the file system is implemented in the 
user space. Mazières demonstrated a toolkit that uses NFS loopback server to enable 
creation of user space file systems [8] on UNIX-like operating systems. Another 
famous framework for developing new user space file systems is FUSE [12], which 
has implementations that e.g. create portable version of file systems for different 
operating systems [9]. 

Our portable file system is inspired by ZFS [3] for using 128 bit pointers to address 
data and achieve a very high capacity. Additionally, various versions of the EXT file 
system [7] had influence on our design, as we tried to overcome the 16 GB limit for a 
single file (using a 4K block size) and its maximum capacity of 1018 bytes. 
Furthermore, the extents used in the Journaled File System (JFS) [1] inspired a 
performance increase for reading and writing while avoiding a limited number of 
storable files. 

The Hadoop Distributed File System [11] is written in Java, too. It focuses on the 
distributed storage of mainly very large files, which does not match our application 
case with millions of small files. 
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Conclusion 

We have presented the design and implementation of the novel user-level file system 
USPFS (implemented in Java) addressing the specific requirements of the application 
domain of virtual microscopy, namely: portability, security, data integrity, storage 
capacity (huge number of small files per directory and per volume). The file system 
has an open architecture allowing to easily addressing emerging needs of new 
application domains. The experiments and evaluations show that USPFS works well 
on different desktop operating systems with different underlying native file systems. 
Furthermore, USPFS has a very low meta-data overhead (around 0.3%). The read and 
write throughput is fast and not impacted by the additional layer of USPFS. 
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